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Networks
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Real-world networks

1 Sparse networks density

2 Fat-tailed power-law degree distribution degree

3 Giant component components

4 Low pairwise node-to-node distances distance

5 Many triangles clustering coefficient

Many examples: social networks, communication networks, citation
networks, collaboration networks, protein interaction networks,
information networks, webgraphs, financial networks, . . .
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Centrality measures

Figure: Degree, closeness and betweenness centrality.

Source: “Centrality” by Claudio Rocchini, Wikipedia File:Centrality.svg
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Webgraph

Broder et al., Graph structure in the web, Computer Networks 33(1): 309–320, 2000.
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Attribute assortativity

Figure: Attribute assortativity.

Image: Moya-Garćıa, A. et al. Identification of New Toxicity Mechanisms ... Genes, 13(7), 1292, 2022.
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Projection

→
Image: http://toreopsahl.com
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Community detection

Figure: Communities: node subsets connected more strongly with each other.

Partitioning a given graph into densely connected groups of nodes
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Community detection

Figure: Communities: node subsets connected more strongly with each other.

Divisive algorithms (Girvan–Newman), local search algorithms
(Louvain) optimizing a quality function (e.g., modularity), label
propagation and random walk based approaches.
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Core/periphery structure

Many large networks have a densely connected core and a periphery
of nodes attaching to only a few neighbors

Core/periphery structure: there is one dense area

Community structure: there are several, with little periphery

Figure: (a) Core/periphery structure and (b) Community structure.
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Network models

n

p, m, . . .

seed

Input parameters

Graph model
generation mechanism

ER, WS, BA, CM, . . .

Synthetic network

Regular Small-world Random

pr = 0 pr = 1
Increasing randomness

Based on: Watts, D., Strogatz, S. Collective dynamics of ‘small-world’ networks. Nature 393, 440–442 (1998).
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Lancichinetti–Fortunato–Radicchi (LFR) graphs

Figure: LFR models with community mixing parameter µ = 0, 0.05, 0.2, 1.
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Micro, meso and macro scale

Figure: Micro: node
centrality.

Figure: Macro: average
distance.

Figure: Meso: network
motifs.
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Graph evolution

Figure: PA: target node based on degree (a),
graph formed through PA (b).

Figure: Triadic closure.
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Network sampling network sampling 425

(a) BFS (b) DFS (c) Snowball

(d) Random Walk (e) MHRW (f) Forest Fire

Figure 29.10: Examples of how
different network sampling
strategies explore a given net-
work. Each node is labeled
with the order in which it is
explored. The node color shows
whether the node was sampled
(green) or not (red), assuming
a budget of 15 units and a con-
stant cost of 1 unit per node.
Snowball assumes n = 3 (un-
labeled nodes are not explored
due to this parametric restric-
tion), while Forest Fire has a
burn probability of .5.

31 Michele Coscia and Luca Rossi.
Benchmarking api costs of network
sampling strategies. In 2018 IEEE
International Conference on Big Data (Big
Data), pages 663–672. IEEE, 2018

nodes, the second policy is better: if they have 10 or less edges, we
can fully explore them with a single query, thus we’re going faster
because we have lower waiting times between nodes. In Figure 29.11,
we color in blue the part of the degree distribution for which this
holds true. If the node has a degree higher than 10, then the first
policy is better, because it requires to perform fewer queries, even if
they are spaced out more in time. In Figure 29.11, we color in purple
the part of the degree distribution for which this holds true.

The second policy is in theory 5 times slower than the first (10
edges/sec versus 50 edges/sec, on paper), however it will allow you
to crawl this network in half of the time31. This is because, in a broad
degree distribution, we have way more nodes with low degree – for
which the second policy is faster. In Figure 29.11, out of 500k nodes,
492k have degree of 10 or less.

You could conclude that the best API policy possible is the one
that gives you only one node at a time, imposing no waiting time
between requests. This is true only in theory. In practice there are a
few things you need to consider, which you can lump into the issue
of network latency. First, it still takes time for the information to
travel from the server to your computer. This is not exactly the speed
of light, so the requests will never be truly instantaneous. Second,
a server which gets hit too frequently with too many requests will
also naturally slow down, often in unpredictable ways. Thus some

Figure: Six sampling strategies on the same network with a budget of 15 nodes.
Labels give the exploration order; nodes are sampled (green) or not (red).
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Machine learning and networks

random walk embeddings 625

6 Aditya Grover and Jure Leskovec.
node2vec: Scalable feature learning for
networks. In Proceedings of the 22nd
ACM SIGKDD international conference
on Knowledge discovery and data mining,
pages 855–864. ACM, 2016

43.2 Variants on Simple Graphs

If we wanted to improve over DeepWalk, what would we do? For
now, let’s keep things simple and assume we only deal with simple
graphs – graphs with a single edge type. We deal with heterogeneous
/ multilayer network later. We have a few options, the most common
being to deploy high order random walks. This is popular because,
depending on how the high order is implemented, you can get node
embeddings with radically different meanings and properties.

Node2Vec

Node2vec6 notices that DeepWalk uses uniform random walks,
picking the next step of the walk completely at random. However,
there is something to gain by performing higher order random walks
(Chapter 34). Figure 43.3 shows you an example.

3

4

12

1/p

1

1/q

Figure 43.3: The biased random
walk implemented in Node2Vec.
The gray arrow is the step we
just took. The colored arrows
show the reweighting of the
various possibilities, with the
p and q parameters. Blue for
backtrack, green for common
neighbor, purple for not shared
neighbors.

In a high order random walk what matters is not only the node
you’re currently in, but also the node you come from. Node2Vec uses
two parameters to exploit this information, p and q. In practice, it
tries to modulate between a BFS-like strategy and a DFS-like one
(Section 13.1). In Figure 43.3 you just followed the gray arrow to go
from node 2 to node 1. How do you pick the next step?

Parameter p tells us how much we hate to backtrack. The step
bringing you back to node 2 is weighted 1/p. So if p is high, 1/p
is low, and so it is unlikely we backtrack. But if p is below 1, it is
more likely to backtrack, which is what a BFS exploration would do.
Parameter q, instead, tells us how much we hate to explore parts of
the network we haven’t seen yet. Among all of node 1’s neighbors,
those that are not also neighbor with node 2 will get a 1/q weight
to be explored. With low q we’re trying to get as far from node 2 as
possible – which is how DFS would behave. With high q we’re more
likely to explore a common neighbor between nodes 1 and 2.

DeepWalk is equal to Node2Vec when we set p = q = 1, so
each neighbor of node 1 is treated equally. But setting p and q with
various combinations leads to different random walks and, as a con-
sequence, different embeddings Z which privilege some information
about the network over some other.

Figure: Node embeddings based on
random walks.

Figure: Message passing in GNNs.
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Link prediction
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Link prediction

Link prediction: given a network G = (V ,E ), predict which of the
node pairs that are not connected are most likely to be connected

Dynamic: given snapshot G t , predict new edges of G t+1

Static: given an incomplete observation of G , predict missing edges

Approach: Formulate a hypothesis on how nodes link, turn it into a
link prediction score score(u, v) for each unconnected pair, and rank
the pairs by score

x u

v y

Time t

x u

v y

?

Time t + 1

Frank Takes — SNACS — Lecture 9 — Link prediction and network motifs 4 / 64



Link prediction

Link prediction: given a network G = (V ,E ), predict which of the
node pairs that are not connected are most likely to be connected

Dynamic: given snapshot G t , predict new edges of G t+1

Static: given an incomplete observation of G , predict missing edges

Approach: Formulate a hypothesis on how nodes link, turn it into a
link prediction score score(u, v) for each unconnected pair, and rank
the pairs by score

x u

v y

Time t

x u

v y

?

Time t + 1

Frank Takes — SNACS — Lecture 9 — Link prediction and network motifs 4 / 64



Link prediction

Link prediction: given a network G = (V ,E ), predict which of the
node pairs that are not connected are most likely to be connected

Dynamic: given snapshot G t , predict new edges of G t+1

Static: given an incomplete observation of G , predict missing edges

Approach: Formulate a hypothesis on how nodes link, turn it into a
link prediction score score(u, v) for each unconnected pair, and rank
the pairs by score

x u

v y

Time t

x u

v y

?

Time t + 1

Frank Takes — SNACS — Lecture 9 — Link prediction and network motifs 4 / 64



Link prediction

Link prediction: given a network G = (V ,E ), predict which of the
node pairs that are not connected are most likely to be connected

Dynamic: given snapshot G t , predict new edges of G t+1

Static: given an incomplete observation of G , predict missing edges

Approach: Formulate a hypothesis on how nodes link, turn it into a
link prediction score score(u, v) for each unconnected pair, and rank
the pairs by score

x u

v y

Time t

x u

v y

?

Time t + 1

Frank Takes — SNACS — Lecture 9 — Link prediction and network motifs 4 / 64



Link prediction approaches

Neighborhood-based: look at u, v and their neighbors

Preferential attachment: the rich get richer
Common neighbors: triangles close
Jaccard: common neighbors, relative to all neighbors
Adamic-Adar: low-degree common neighbors count more

Path-based: look at the network around u and v

Katz: many short paths between u and v

Many more: hierarchical random graphs, stochastic block models,
graph evolution rules, node embeddings (last week), . . .
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Preferential attachment

Hypothesis: the rich get richer, so high-degree nodes are more likely
to attract new edges

score(u, v) = deg(u) · deg(v)

u v a b

Figure: Candidate links (dashed): score(u, v) = 2 · 2 = 4 and
score(a, b) = 5 · 5 = 25, so the link between the hubs a, b is predicted first.
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Common neighbors

Hypothesis: triangles frequently close, so nodes with many shared
neighbors connect

score(u, v) = |N(u) ∩ N(v)|

u v

x

y

z

a b

Figure: Candidate links (dashed): score(u, v) = |{x , y , z}| = 3 and
score(a, b) = 0, although a and b have a much higher degree than u and v .
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Jaccard

Hubs share many neighbors simply because they have many neighbors

Jaccard coefficient: the common neighbors as a fraction of all
neighbors of u and v :

score(u, v) =
|N(u) ∩ N(v)|
|N(u) ∪ N(v)|

u v

x

y

z

a b

x ′

y ′

Figure: Both candidate links (dashed) have two common neighbors, but the
Jaccard coefficient is 2/3 for u, v and only 2/10 for the hubs a, b.
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Adamic-Adar
Hypothesis: a low-degree common neighbor has time to introduce its
neighbors to each other, a hub does not

Adamic-Adar: each common neighbor z counts 1/ log deg(z) instead
of 1:

score(u, v) =
∑

z∈N(u)∩N(v)

1

log deg(z)

u v

z

a b

h

Figure: Both dashed links have one common neighbor, but score(u, v) = 1/ ln 2
≈ 1.44 and score(a, b) = 1/ ln 8 ≈ 0.48, because hub h has degree 8.
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Katz
High for u and v if there are many short paths between them

Katz score; Pℓ
u,v the paths of length ℓ, and 0 < α < 1:

score(u, v) =
∞∑
ℓ=1

αℓ |Pℓ
u,v |

Lower α penalizes long paths more; for very small α it is practically
common neighbors

for simple graphs 337

vu

Figure 23.10: An example of the
Katz correction for using paths
as a score for link prediction.
The shade of blue of a path is
proportional to its contribution
to score(u, v), with darker paths
contributing more.

21 Glen Jeh and Jennifer Widom. Scaling
personalized web search. In Proceedings
of the 12th international conference on
World Wide Web, pages 271–279. Acm,
2003

The easiest way to use hitting time as a score is to simply negate
it (score(u, v) = −Hu,v) or negate the commute time (score(u, v) =

−(Hu,v + Hv,u)). For instance, in Figure 23.11, nodes 2 and 4 are more
likely to connect (score(2, 4) = −(H2,4 + H4,2) = −16) than nodes 1
and 5 (score(1, 5) = −(H1,5 + H5,1) = −32) because they are closer.
However, this has the problem of greatly favoring connections to
hubs, since their hitting times as destinations are quite low. Thus
some authors normalize them by multiplying Hu,v with the stationary
distribution of the target (score(u, v) = −Hu,vπv). Hubs have higher
stationary distribution values, thus they are penalized more.

5

4

1

3

2

(a) (b)

Figure 23.11: (a) A chain of five
nodes. (b) The corresponding
hitting time matrix H.

Another problem of using Hu,v is that the hitting time might
increase even if u and v are nearby in the graph, simply because the
graph has many vertices and edges that can lead the random walkers
astray. To counteract this problem, a solution could be allowing the
random walker to restart from u. This is practically equivalent to
calculate the PageRank, with the difference that you fix the origin of
the random walker. For this reason, since you random walker has a
root (u), it is usually called “rooted PageRank”.

SimRank21. As the name suggests, SimRank is based on an idea of
node similarity. The more similar two nodes are, the more likely they
are to connect. Similarity here is defined recursively: two nodes are
similar if they are connected to similar neighbors. This is a definition
in line with the philosophy of the regular equivalence we saw in

Figure: Paths between u and v : the shorter and darker, the more they contribute.
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Link prediction as a machine learning task

Which predictor works best on a given network? We need to
evaluate predictions

Link prediction is a binary classification task: for each unconnected
pair, does the edge appear, yes or no?

Predict “yes” when score(u, v) is above a threshold

Better: use many scores as features in a machine learning model
(e.g., logistic regression, decision tree, random forest, etc.)
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Training and test set

Training set: the edges used to compute the scores

Test set: the edges used to check the predictions

Training and test set must be disjoint

designing an experiment 357

The test dataset is a set of examples used to assess performance.
When your model is done learning on the training dataset, it is
unleashed on the test dataset and will start making predictions.
Every time it gets it right you increase its performance, every time it
gets it wrong you decrease it.

Figure 25.1 shows an example of the difference between the two
sets. Figure 25.1(a) is the training dataset: it contains all the informa-
tion we can use to infer our scores. Figure 25.1(b) are the scores we
calculate based on the data from Figure 25.1(a). Specifically, for each
pair of nodes I calculate the number of common neighbors shared
by the two nodes. Figure 25.1(c) shows the test set in blue. These
are the actual new edges that appeared in the network. I include the
training set in gray because it makes it easier to put the new edges
into context – besides, when performing a prediction you need to
make sure you remember what was in the training set and discard
any prediction you might have done about those edges. For instance,
in this case, we need to throw away the (1, 2) edge prediction.

3

5
6

8
7

2

4

1

(a) Train

Edge Score
1, 2 1
1, 3 2
1, 4 1
1, 5 1
1, 6 2
2, 4 2
. . . . . .

(b) Scores

1

7

5

2

4

8

6

3

(c) Test

Figure 25.1: An example of
train and test sets for a network.
The information (a) we use to
build the score table (b), using
the common neighbor approach.
I highlight the test edges (c) in
blue.

In machine learning there is also what you’d call a “validation” set
(Section 4.1), but there is nothing special about the validation set for
link prediction. Just like in any other machine learning scenario, if
you worry about overfitting in your link prediction, you should have
a validation set. Since there is nothing special about link prediction
and validation sets, I simply refer you back to Chapter 4.

The fundamental tenet of machine learning also holds for link
prediction: you can never ever ever use the data that trained your
model to test it. In other words, training and test sets have to be
disjoint. If you test your method on the same data that trained it,
you’re going to grossly overestimate your actual performance in
the real world. You have only learned about your training set and
nothing about the general forces that shaped it the way it is.

What this means in link prediction is that you cannot claim to have
predicted a link that was already in your data. You have to focus
only on those pairs of nodes that were not connected in the training

Figure: (a) Training set. (b) Common neighbor scores from (a); pair 1, 2 is
already connected and is discarded. (c) Test set: the new edges (blue).
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Splitting the edges

With timestamps: training set has the edges up to time t, test set
those after t

Without: k-fold cross validation: split the edges into k parts, use
each part once as test set and the other k − 1 parts as training set
(e.g., k = 10)

358 the atlas for the aspiring network scientist

Temporal
Info

Cross
Validation

t=1

t=1

t=2

Train
Test

Figure 25.2: Two approaches to
build your train and test sets
for link prediction. On the left
you have the input data. On the
right, the partition of links into
the two sets: train (green) and
test (blue).

2 Ron Kohavi et al. A study of cross-
validation and bootstrap for accuracy
estimation and model selection. In Ijcai,
volume 14, pages 1137–1145. Montreal,
Canada, 1995

set. That is why in Figure 25.1(c) the edges that were already in the
training set are gray rather than blue: we won’t make predictions on
those, because we already know they exist.

So now the problem is: how do you do that? If you have a net-
work, how do you divide it into training and test sets?

You have two options, as Figure 25.2 shows. If you have temporal
information on your edges you can use earlier edges to predict the
later ones. Meaning that your train set only contains links up to time
t, and the test set only contains links from time t + 1 on. If you don’t
have the luxury of time data, you have to do k-fold cross validation:
divide your dataset in a train and test set (say 90% of edges in train
and 10% in test) and then perform multiple runs of train-test by
rotating the test set so that each edge appears in it at least once2.

Specific Issues

Link prediction comes with a few peculiarities that might not be a
problem in other machine learning tasks. I focus on two: size of the
search space and sparsity of positives.

The first refers to the fact that, as we saw in Section 12.1, real
networks are sparse. I made the example of the Internet backbone:
with its 192, 244 nodes, the number of possible edges is |V|(|V| −
1)/2 = 18, 478, 781, 646. However, it only contains 609, 066 actual
edges. This means that, if you were to use its current state as a
train set, the score function would have to compute a result for
18, 478, 781, 646− 609, 066 = 18, 478, 172, 580 potential edges. That
is an unreasonable burden, both for computation time and memory
storage.

For this reason, when you perform link prediction you will often
sample your outputs. You will not calculate score(u, v) for every
possible u, v pair, but you will sample the pairs according to some
expectation criterion. Such criterion can be as hard to pin down as

Figure: Splitting the edges of a network (left) into training set (green) and test
set (blue), by time (top) or by cross validation (bottom).
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Sparsity

Real-world networks are sparse: almost all pairs are negatives (no
edge appears), very few are positives

Solution: a balanced test set with all positives and an equally large
random sample of negatives (negative sampling, lecture 8)

designing an experiment 359

3 Ryan N Lichtenwalter, Jake T Lussier,
and Nitesh V Chawla. New perspectives
and methods in link prediction. In
Proceedings of the 16th ACM SIGKDD
international conference on Knowledge
discovery and data mining, pages 243–252,
2010

4 Ryan Lichtnwalter and Nitesh V
Chawla. Link prediction: fair and
effective evaluation. In 2012 IEEE/ACM
International Conference on Advances in
Social Networks Analysis and Mining,
pages 376–383. IEEE, 2012

the link prediction problem itself.
The second problem is intertwined with the first. Suppose that the

Internet backbone adds edges at a 5% rate per time step. That means
that, if at time t you had 609, 066 edges, at time t + 1 you will observe
609, 066× .05 ∼ 30, 453 new edges. As we just saw, the number of
potential edges is just above 18B. Putting these two facts together
lets us reach an absurd conclusion: we can build a link prediction
method that will tell us that no new link will ever appear. If we do
so, we would be right 99.999% of the times. We would make 18B
correct predictions – no edge – and we would get it wrong only 30k
times. The accuracy of the “always negative” predictor in Figure 25.3
is ∼ 85%: not bad!

1

7

5

2

4

8

6

3

(a) Test

Edge Prediction Correct?
1, 3 0 1
1, 4 0 1
1, 5 0 1
1, 6 0 0
2, 4 0 1
2, 5 0 0
2, 6 0 1
. . . . . .

(b) Scores

Figure 25.3: Estimating the
performance of the “always
negative” predictor on our test
set.

However that’s... kind of not the point? We’re in this business be-
cause we want to predict new links. Returning a negative prediction
for all possible cases is not helpful. The usual fix for this problem
is building your test set in a balanced way3,4. Rather than asking
about all possible new edges, you create a smaller test set. Half of
the edges in the test set is an actual new edge, and then you sample
an equal number of non-edges. This would make our Internet test
set containing 60k edges, not 18B. We called this sampling technique
“negative sampling” in Section 4.4.

25.2 Evaluating

Let’s assume that we have competently built our training and test
set. We made our model learn on the former. We now have two
things: prediction – the result of the model – and reality – the test
set. We want to know how much these two sets overlap. Since you
know what edges are in the test set, this is a supervised learning task
(Section 4.1) and we can focus on the loss/quality functions (Section
4.3) specific for this scenario. Even more narrowly, link prediction
is a binary task: you give a yes/no answer that is either completely

Figure: The “always negative” predictor on the test set of the previous slides:
correct for about 85% of the pairs, without ever predicting a link.
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Confusion matrix

True positive (TP): predicted,
and appeared

False positive (FP): predicted,
but did not appear

True negative (TN): not
predicted, and did not appear

False negative (FN): not
predicted, but appeared

Confusion matrix: the four
counts in a grid

Accuracy TP+TN
TP+TN+FP+FN hides

difference between FP and FN

designing an experiment 361

Actual
Yes No

Predicted

Yes

No

Figure 25.4: The schema of
a confusion matrix for link
prediction. From the top-left
corner, clockwise: true positives,
false positives, true negatives,
false negatives.

(a) (b)

Figure 25.5: Two distinct con-
fusion matrices for different
predictors.

6 James A Hanley and Barbara J McNeil.
The meaning and use of the area under
a receiver operating characteristic (roc)
curve. Radiology, 143(1):29–36, 1982

7 Tom Fawcett. An introduction to roc
analysis. Pattern recognition letters, 27(8):
861–874, 2006

By combining the cells of a confusion matrix, you can easily de-
rive measures like TPR or FPR, or many others. They are simple
operations on the rows and columns.

If you didn’t balance your test set, the confusion matrix can end
up being irrelevant, as the vast majority of your observations will end
up in the true negative cell, obliterating all the rest.

Another disadvantage of the confusion matrix is that you have
to pick a threshold in your score. In other words, you predict the
appearance of a link if it obtains a score higher than the specific
threshold, otherwise you don’t. This is in itself a problematic choice,
thus it is common to show the evolution of your accuracy as you
change that threshold. For high values of the threshold you only
report high confidence predictions, which become less and less
confident as you decrease the threshold. This is the topic explored in
the rest of the chapter.

ROC Curves & AUC

The classic evaluation instrument for classification tasks is the Re-
ceiver Operating Characteristic (ROC) curve. This is a plot, with the
false positive rate on the x-axis and the true positive rate on the y-
axis (see Figure 25.6(a))6,7. We sort all our predictions by their score

Figure: Predicted links in blue, actual
new links in green. Clockwise from the
top left: TP, FP, TN, FN.
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ROC curve

ROC curve (receiver operating characteristic): FPR on the horizontal
axis, TPR on the vertical axis, one point per threshold

Random guessing gives the diagonal: TPR and FPR grow equally fast362 the atlas for the aspiring network scientist

False Positive Rate

Tr
u

e
P

o
si

ti
ve

R
at

e

( + )

/( + )

Highest score 2nd highest

(a)

FPR
T

P
R

1

1

Random guess

(b)

Figure 25.6: Schema of ROC
curves.such that we look at the highest scores first. Then we keep track of

the evolution of TPR and FPR.
In a ROC curve, the 45 degree line corresponds to the random

guess (Figure 25.6(b)). Suppose 80% of possible links did not appear
and 20% did, and there are a total of 20 new links. If we make ten
random guesses, we’ll get eight false positives and two true positives.
The two true positives represent 10% of all the positives, so TPR =
2/20 = 0.1. On the other hand, we know that there are 80 negatives.
Since we got eight false positives, FPR = 8/80 = 0.1. This shows that
FPR and TPR grow at the same rate for a random predictor.

What we want to see is that our best guesses are more likely to be
true positives, and thus contribute to the y-axis more than they do to
the x-axis. Just like in the confusion matrix, there are multiple ways
for this to happen. We can be very precise at high scores, or at all
scores on average. The two classifiers in Figure 25.7 will be used in
different scenarios with different requirements.

FPR

T
P

R

More true
positives at
high scores

Fewer false positives
at low scores

Better if we want to avoid
false positives and don’t care
about missing many actual ones

Better if we want all actual
positives and don’t care about
getting a few false ones

Figure 25.7: An example of
ROC curves. The gray line cor-
responds to random guesses.
The blue and red lines corre-
spond to two different predic-
tors, with different behaviors at
different score levels.

Figure: (a) Going down the ranking, each pair moves the curve up (TP) or to the
right (FP). (b) Random guessing.
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ROC curves and AUC
The higher the curve, the more true positives for the same number of
false positives
AUC: area under ROC curve; 0.5 for random guessing, 1 for perfect
predictor

362 the atlas for the aspiring network scientist
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Figure: ROC curves of two predictors and of random guessing (gray).
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Explainable and efficient link prediction in
real-world networks

J.E. van Engelen, H.D. Boekhout and F.W. Takes, Explainable and Efficient Link Prediction in Real-World Network Data, in
Proceedings of the 15th International Symposium on Intelligent Data Analysis (IDA 2016), Lecture Notes in Computer Science
9897: 295-307, Springer, 2016.
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Link prediction

Link prediction problem: given a network Gt = (Vt ,Et), denoting
the network at time t, predict the newly formed links in the evolved
network Gt′ = (Vt′ ,Et′) at time t ′ > t, i.e., predict the contents of
Et′\Et .

Applicable to weighted and unweighted, directed and undirected
networks

Supervised learning problem

Features based on the structure of the network

Train on first 95%, test on last 5% (randomized)

Validate result using AUROC
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Feature set goals

efficient in terms of time complexity;

accurate in its future link predictions;

explainable in its performance based on simple features;

consistent in its accuracy relative to larger feature sets across
networks;

generic, yielding reliable results across a broad range of networks.
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Link prediction features

Compute features for each possible future edge (i , j) /∈ Et

Node features: degree, volume (total weight)

Neighborhood features: neighbor count, common neighbor count,
transitive common neighborhood, Jaccard coefficient, preferential
attachment, and others

Path features: shortest path length, number of shortest paths,
restricted Katz measure, and others
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Efficient Feature Set (EFS)

Large number of features

Black box type of approach

Cover individual, local and global properties

Explainable result

Efficient Feature Set
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Node features
Feature Variant Complexity EFS

Degree (source) - O(1) ✓
Degree (source) din O(1)
Degree (source) dout O(1)
Degree (target) - O(1) ✓
Degree (target) din O(1)
Degree (target) dout O(1)
Volume (source) - O(m/n)
Volume (source) din O(m/n) ✓
Volume (source) dout O(m/n) ✓
Volume (target) - O(m/n)
Volume (target) din O(m/n) ✓
Volume (target) dout O(m/n) ✓

Neighbourhood features
Total neighbours - O(m/n)
Total neighbours Γin O(m/n)
Total neighbours Γout O(m/n)

Common neighbours - O(m/n) ✓
Common neighbours Γin O(m/n)
Common neighbours Γout O(m/n)

Transitive comm. neigh. - O(m/n)
Jaccard Coeff. - O(m/n) ✓
Jaccard Coeff. Γin O(m/n)
Jaccard Coeff. Γout O(m/n)

Transitive Jacc. Coeff. - O(m/n) ✓
Adamic/Adar - O(m/n)

Preferential attachment - O(1)
Preferential attachment Γin O(1)
Preferential attachment Γout O(1)
Opposite direction link - O(1) ✓

Path features
Shortest path length - O(m + n) ✓
Num. shortest paths ℓmax = 3 O(m + n)

Restricted Katz measure ℓmax = 3, O(m + n)
β = 0.05

PropFlow ℓmax = 3 O(m + n) ✓



Datasets

Table: Characteristics of network data sets used for testing.

Data set Nodes Links CC Type Dist 3N
digg 30,398 86,404 0.01 + D 4.68 45%
fb-links 63,731 817,035 0.22 - U 4.31 88%
fb-wall 46,952 274,086 0.11 + D 5.71 61%
infectious 410 2,765 0.46 + U 3.57 83%
liacs 1,036 4,650 0.84 + U 3.86 100%
lkml-reply 27,927 242,976 0.30 + D 5.19 99%
slashdot 51,083 131,175 0.02 + D 4.59 75%
topology 34,761 107,720 0.29 + U 3.78 97%
ucsocial 1,899 20,296 0.11 + D 3.07 99%
wikipedia 100,312 746, 114 0.21 - D 3.83 89%
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Experiments

Large candidate set of size (|V | × |V − 1|)− |E |
Restrict based on maximum distance a new edge bridges

Class imbalance

Randomly leave out edges in training to get to 9 : 1 ratio

Measure result using AUROC

Determine difference between All features, Node features,
Neighborhood Features and EFS
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Results
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Results

Features digg fb-links fb-wall infectious liacs lkml slashdot topology ucsocial wikipedia
All 0.830 0.933 0.887 0.967 0.997 0.975 0.928 0.967 0.913 0.970

Node 0.827 0.700 0.710 0.955 0.969 0.971 0.922 0.949 0.911 0.941
Neighbourhood 0.761 0.911 0.866 0.794 0.986 0.974 0.920 0.961 0.920 0.926

Path 0.632 0.897 0.819 0.579 0.979 0.925 0.777 0.940 0.673 0.827
EFS 0.825 0.930 0.876 0.958 0.995 0.973 0.921 0.965 0.910 0.967

EFS Performance 99.4% 99.6% 98.8% 99.1% 99.8% 99.8% 99.2% 99.8% 99.7% 99.7%

Table: AUROC for each network and each set of features. EFS Performance lists
performance of EFS relative to All features.
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Conclusion

A small set of 12 cheap features (EFS) reaches 98.8–99.8% of the
AUROC of all features

No single feature class is best everywhere: node features win on
some networks, neighborhood features on others

Combining node, neighborhood and path features gives consistent
results across networks

Simple features keep the predictions explainable and efficient to
compute
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Graph Mining
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Graph mining

Graph mining: applying machine learning and data mining
techniques to networks

Today: frequent subgraph mining, finding the subgraphs that occur
often

Network motifs
Graph isomorphism
Frequent itemset mining
Transactional graph mining: many small graphs
Single graph mining: one large graph

Lecture 8: node embeddings and graph neural networks
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Machine learning on graphs

Classical approach: describe each node by features such as degree and
betweenness, and feed these to a classifier

Same for entire networks: degree distribution, clustering coefficient,
or the counts of small subgraphs

frequent subgraph mining 589

Figure 41.1, we give the nodes’ degree and betweenness centrality
to a simple logistic regression model. The model can figure out that
blue nodes have high centrality but low degree, so that unclassified
node we have in grey is probably blue. This is how Rolx worked,
all the way back in Section 15.1 – but here we take a more general
approach than simply inferring node structural roles.

?

?

96%

4%

Logistic
Regression

Data

Model

Figure 41.1: An example of
classical machine learning
on graphs. The node colors
represent the node’s classes.

We can shift the perspective from learning something about the
nodes to learning something about the network in its entirety. The
same approach of computing statistics for a classifier can be used
here as well, for instance to estimate the similarity between two
networks (Section 48.1). You can use the degree distribution, the
global clustering coefficient, etc. You can also use a “bag of nodes”
approach, in which a network is described by the list of individual
properties of its nodes. Finally, and more relevantly for this chapter,
you can enumerate all subgraph motifs and their relative occurrences
to compare two networks, boiling down a complex network to the
counts of its substructures.

41.2 Network Motifs

Our experience with modeling real world networks tells us that they
are not random: they are an expression of complex dynamics shaping
their topology. Networks will tend to have overexpressed connection
patterns. Nodes and edges will form different shapes much more
– or less – often than what you’d expect if the connections were
random. For instance, the clustering coefficient analysis tells us that
you’re going to find more triangles than expected given the number
of nodes or edges.

Figure: A logistic regression model trained on the degree and betweenness of the
labeled nodes predicts that the gray node is blue.
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Network motifs

Network motif: small subgraph with a given topology

Real-world networks have overexpressed motifs, such as triangles

Is a motif significant? Compare its count with the count in a null
model, e.g., the configuration model

Counting motifs requires deciding whether two graphs are the same

590 the atlas for the aspiring network scientist

2 Ron Milo, Shai Shen-Orr, Shalev
Itzkovitz, Nadav Kashtan, Dmitri
Chklovskii, and Uri Alon. Network
motifs: simple building blocks of
complex networks. Science, 298(5594):
824–827, 2002

3 Shai S Shen-Orr, Ron Milo, Shmoolik
Mangan, and Uri Alon. Network
motifs in the transcriptional regulation
network of escherichia coli. Nature
genetics, 31(1):64, 2002

4 Uri Alon. Network motifs: theory and
experimental approaches. Nature Reviews
Genetics, 8(6):450, 2007

5 Jukka-Pekka Onnela, Jari Saramäki,
János Kertész, and Kimmo Kaski.
Intensity and coherence of motifs in
weighted complex networks. Physical
Review E, 71(6):065103, 2005

6 Alex Arenas, Alberto Fernandez,
Santo Fortunato, and Sergio Gomez.
Motif-based communities in complex
networks. Physics A, 41(22):224001, 2008a
7 Lauri Kovanen, Márton Karsai, Kimmo
Kaski, János Kertész, and Jari Saramäki.
Temporal motifs in time-dependent
networks. Journal of Statistical Mechanics:
Theory and Experiment, (11):P11005, 2011

8 Ashwin Paranjape, Austin R Benson,
and Jure Leskovec. Motifs in temporal
networks. In WSDM, pages 601–610.
ACM, 2017

9 Federico Battiston, Vincenzo Nicosia,
Mario Chavez, and Vito Latora. Multi-
layer motif analysis of brain networks.
Chaos, 27(4):047404, 2017

10 Manlio De Domenico, Vincenzo
Nicosia, Alexandre Arenas, and Vito La-
tora. Structural reducibility of multilayer
networks. Nature communications, 6:6864,
2015b
11 Ali Pinar, C Seshadhri, and
Vaidyanathan Vishal. Escape: Effi-
ciently counting all 5-vertex subgraphs.
In WWW, pages 1431–1440, 2017

Frequent subgraph mining is the branch of network science that
attempts to find these overexpressed patterns, when they are more
complex than a simple triangle. Want to know whether a square
with a dangling edge appears more often than chance? You have to
perform subgraph mining! In frequent subgraph mining we have a
wealth of techniques to systematically and efficiently enumerate all
possible subgraphs and finding the ones that occur more often in
your networks.

We start by defining the building blocks of complex networks.
These are network motifs2,3,4,5. A network motif is a subgraph of
your original network with a given topology. A triangle is a motif, a
square is a motif, the five nodes with the connection pattern in Figure
41.2(c) is a motif.

Generally, one wants to know which motifs are relevant for a
network and which ones aren’t. So the standard technique is to
follow a relatively simple procedure. First, you count how many
times each motif appears in your network. Second, you define a null
model of your network, keeping its relevant properties fixed – maybe
just the degree distribution. Third, you count the expected number
of occurrences of the motifs in the null model. Finally, you compare
with your observation, so that you can build an idea of the statistical
significance of the motif.

We use network motifs for many different applications. For in-
stance, and I won’t get tired of bringing this up, we use them for
community discovery6. Of course nobody forces you to have exclu-
sively the simple motifs I depict in Figure 41.2. One can extend the
concept of network motifs to encompass temporal networks7,8 – so
time-evolving motifs –, and multilayer networks9,10.

You might have noticed that the examples I show in Figure 41.2
are all very small. They include only a handful of nodes and edges.
There’s a reason for that. Finding motifs in a large network is a hard
problem. There are clever techniques to enumerate specific small
motifs which are reasonably fast11,12. However, in general, one has to
solve the scary graph isomorphism problem, which is the topic of the
next section.

(a) (b) (c)
Figure 41.2: Three examples of
motifs in complex networks.

Figure: Three motifs: (a) a triangle, (b) a square and (c) a square with a
dangling edge.
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Graph isomorphism

Graph isomorphism: G1 and G2 are isomorphic if there is a
one-to-one mapping between their nodes such that two nodes are
connected in G1 exactly when their images are connected in G2

Subgraph isomorphism, does G1 contain a copy of G2, is
NP-complete

Either fast but sometimes wrong (approximate), or always right but
slow (exact)

frequent subgraph mining 591
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ACM, 2016
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therein. nti, Series, 2(9):12–16, 1968

41.3 Graph Isomorphism

General Idea

Colloquially speaking, we can state the graph isomorphism problem
as follows: given two graphs, decide whether they are the same
graph. Two graphs are the “same” if they have the same topology.
More formally, graph isomorphism is the search of a function which
maps each node of a graph to each node of the other graph, such that
they have the same neighbors – identically mapped nodes13.

Are the graphs in Figure 41.3(a-b) isomorphic? Table 41.3(c) at-
tempts to answer positively: it relabels nodes from Figure 41.3(a)
into nodes from Figure 41.3(b). Since all nodes are connected to
their identically labeled neighbors, the answer is yes, the graphs are
isomorphic – in fact they’re both 4-cliques.

4

32

1

(a)

d

a
c

b

(b)

G1 G2
1 c
2 a
3 d
4 b

(c)

Figure 41.3: (a, b) Two graphs,
with their nodes labeled with
their ids. (c) A function connect-
ing the node ids from graph (a)
to the node ids of graph (b).

This example is simple enough, but the problem gets very ugly
very soon when we start considering non-trivial graphs. Subgraph
isomorphism is an NP-complete problem14: a type of problem where
a correct solution requires you to try all possible combinations of
labeling. This grows exponentially and requires a time longer than
the age of the universe even for simple graphs of a few hundreds
nodes.

That is why we’re looking for efficient algorithms to solve graph
isomorphism. Recently, a claim of a quasi-polinomial algorithm
shook the world15 – well, parts of it. However, this is more of a
theoretical find, which cannot be used in practice. Given how hard
the problem is, we can either try to solve it quickly by paying the
price of getting it wrong sometimes, or more slowly but having an
exact solution. I’ll give an example for both strategies, since they are
both quite important for the rest of this book part.

Approximate Solutions

One of the most well-known ways to approximate a solution to graph
isomorphism is to use the Weisfeiler-Lehman algorithm16. Part of the

Figure: (a, b) Two 4-cliques. (c) An edge-preserving mapping from (a) to (b):
the graphs are isomorphic.
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Frequent itemset mining

Input: a collection of sets of items, the itemsets

Support of a set of items: the number of itemsets containing it

Frequent itemset mining: find all sets of items with support at least
a given support threshold

596 the atlas for the aspiring network scientist

26 Jiawei Han, Jian Pei, and Yiwen Yin.
Mining frequent patterns without
candidate generation. In ACM sigmod
record, volume 29, pages 1–12. ACM,
2000

27 Jian Pei, Jiawei Han, Runying Mao,
et al. Closet: An efficient algorithm
for mining frequent closed itemsets.
In ACM SIGMOD workshop on research
issues in data mining and knowledge
discovery, volume 4, pages 21–30, 2000

28 Jiawei Han, Hong Cheng, Dong Xin,
and Xifeng Yan. Frequent pattern
mining: current status and future
directions. Data mining and knowledge
discovery, 15(1):55–86, 2007

29 Rakesh Agrawal, Ramakrishnan
Srikant, et al. Fast algorithms for mining
association rules. In Proc. 20th int. conf.
very large data bases, VLDB, volume 1215,
pages 487–499, 1994

30 That is, the support function is anti-
monotonic: it can only stay constant or
shrink as your set grows in size.

possible. Sometimes, you need a “bottom-up” approach: you want an
algorithm telling you the frequencies of all possible simple network
motifs. This is usually the task of frequent subgraph mining.

We split frequent subgraph mining in two: transactional and sim-
ple graph mining. Transactional graph mining was developed first,
because single graph mining introduces some non-trivial problems.
It’s best to start by explaining transactional graph mining, and we’ll
deal with the additional obstacles of single graph mining later (in
Section 41.5).

Frequent Itemset Mining

Transactional graph mining is inspired by frequent itemset mining, a
classical problem in data mining26,27,28. In frequent itemset mining,
your input is a collection of sets. Each set includes different objects.
The objective is to find the subsets that appear more often in your
collection of sets. The number of times each subset appear is called
support. We increase support by one each time we find a subset
inside a set in the collection. Figure 41.7 provides an example.

From Figure 41.7 you can see that this problem explodes in com-
plexity very soon. Even with just five itemsets and five items, the
number of possible subsets can get very high. Thus the crucial prob-
lem in frequent itemset mining is how to efficiently explore the
search space. There are many algorithms to do it, but I’ll focus on
the old and legendary Apriori29, given its simplicity and its didactic
potential.

Data Frequency
4

5
3

2

1

3

2
1

1

3

1

1

2

1

Figure 41.7: An example of
frequent itemset mining. The
original data is on the left, one
line per set of items (itemset).
We calculate the frequency
of each itemset, including all
subsets (right).

The first thing you do is giving up on the idea of finding all sub-
sets. You only want to find the frequent ones. Thus you establish a
support threshold: if a subset fails to occur in that many sets, then
you don’t want to see it. This allows you to prune the search space.
If subset A is not frequent, then none of its extensions can be: they
have to contain it so they can be at most as frequent as A is30. Thus,
once you rule out subset A, none of its possible extensions should

Figure: A collection of itemsets (left) and the support of each set of items (right).
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Apriori

Support is anti-monotone: set is at most as frequent as its subsets

Apriori algorithm: once a set is infrequent, skip all sets that contain it

frequent subgraph mining 597

even be considered, since none can be frequent. This usually allows
to perform much fewer tests than the possible ones, and still return
all frequent subsets.

For instance, in Figure 41.7, the orange circle only occurs once.
If the support threshold is 2, we know we don’t need to check the
red-orange, purple-orange, and red-purple-orange subsets. With one
check, we prevented three.

Figure 41.8: Apriori’s search
space. Each node represents a
subset and bears the colors of
the items it contains. Given that
the orange item is not frequent,
Apriori marks as red the links
it needs not to follow, because
they lead to a subset containing
the infrequent orange item,
which cannot make the support
threshold.

Actually, we prevented many more. Figure 41.8 shows the entire
search space in a dataset with five different items. As you can see,
if we have an item which does not pass the support threshold, the
search space crumbles. Apriori explores this graph and marks all
nodes with an orange item as infrequent, checking only the itemsets
without red connections. This doesn’t even take into account the
other infrequent subsets from Figure 41.7.

Some Rules

75%

60%

100%

66%

Figure 41.9: An example of as-
sociation rule mining. Assume
the frequencies of each itemset
are the ones from Figure 41.7.
We generate rules recording the
relative frequency of observing
two itemsets. Note that these
frequencies are not symmet-
ric! While the green item only
occurs 60% of the times a blue
item occurs, every time green
occurs we also have the blue
item.

As a small aside, note that, once you know the frequencies of all
sets, you can build what we call “association rules”. What you want
to do is to find all rules in the form of: “If a set contains the objects A,
then it is likely to also contain object b”. Figure 41.9 shows a simple
example of the problem we’re trying to solve.

Suppose that, in your data, you see 100 instances of sets containing
objects a1, a2, and a3. And let’s say that, among them, 80 also contain
object b. Then you can say, with 80% confidence, that the following
rule applies: {a1, a2, a3} → b. The {a1, a2, a3} part is the antecedent of

Figure: All subsets of five items. Orange is infrequent, so Apriori does not follow
the red links, which lead to sets containing orange.
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Transactional graph mining

Transactional graph mining: itemsets become graphs, items
become motifs

Input: a database of many graphs

Support of a motif: the number of graphs that contain it

Again anti-monotone, so Apriori-style pruning worksfrequent subgraph mining 599

Motif

Graph DB

Support

3

3

1

Figure 41.10: For each of the
patterns on the left we check
whether a graph in the database
(on top) contains it (green
checkmark) or not (red cross).
The number of graphs in the
database containing the motifs
is its support.

search space like the one Apriori creates (Figure 41.8) is tricky. If you
cannot explore the search space like Apriori does, it’s even harder
to prune it by avoiding exploring patterns you already know they
are not frequent. gSpan solves the problem by introducing a graph
lexicographic order (which I’m going to dumb down here, the full
details are in the paper).

Start
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c

c
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a
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Figure 41.11: Three possible
DFS explorations of the graph
on top. Blue arrows show the
DFS exploration and purple
dashed arrows indicate the
backwards edges (pointing to
a node we already explored).
Remember that DFS backtracks
to the last explored node, not
to where the backward edges
points.

Suppose you have a graph, as in Figure 41.11 (top). You can ex-
plore it using a DFS strategy. Actually, you can have many different
DFS paths: you can start from node a, from node b, ..., then you can
move through a different edge any time. We can encode each DFS

Figure: Support of three motifs (left) in a database of four graphs (top).
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Network motifs
in multiplex networks of corporations

F.W. Takes, W.A. Kosters, B. Witte and E.M. Heemskerk, Multiplex Network Motifs as Building Blocks of Corporate Networks,
Applied Network Science 3: 39, Springer, 2018.
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Overview

Introduction to corporate networks

Multiplex networks

Network motif detection algorithms

Multiplex adjustments

Experiments and results

Conclusion and future work
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Multiplex corporate networks

Nodes: firms/corporations

Links:
Ownership (directed)

2 3

Board interlocks (undirected)
2 3

Typical small-world networks

Insight in power and control of corporations and institutions

Interlayer assortativity: different types of edges are related to each
other. Frequently: 2 3
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Ownership

S. Vitali, J.B. Glattfelder and S. Battiston, S, The network of global corporate control, PloS one 6(10), e25995, 2011.
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Board interlocks

Board interlock: there is a relationship between firms
because they share a board member or director

Reasons: collusion, monitoring, legitimacy, career
advancement, social cohesion, access to resources,
corporate control

Vladimir I. Lenin, Imperialism, The Highest Stage of
Capitalism, 1916.

“... a personal union, so to speak, is established between
the banks and the biggest industrial and commercial
enterprises, the merging of one with another through the
acquisition of shares, through the appointment of bank
directors to the Supervisory Boards (or Boards of Directors)
of industrial and commercial enterprises, and vice versa.”
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Board interlock networks
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Corporations
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Board interlock network

F.W. Takes and E.M. Heemskerk, Centrality in the Global Network of Corporate Control, Social Network Analysis and Mining
6(1): 1-18, 2016.
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Ownership network
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Board interlock network
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Multiplex network
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Data

Table: Network statistics.

Network Nodes Edges Density Clustering
Ownership 37 724 31 506 2.25 · 10−5 0.033
Board interlock 61 209 175 108 4.67 · 10−5 0.384
Multiplex 75 224 195 073 1.72 · 10−5 0.277

Corporate network of Germany

23, 709 nodes are involved in both edge types

11, 541 edges are multiplex edges, which is

37% of the ownership links
6.7% of the board interlock links
5.9% of the multiplex links
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Data

Table: Division of firms over economic sectors.

Sector Ownership Board interlock Multiplex
Bank 474 1.25% 865 1.41% 972 1.29%
Financial 4 648 12.32% 6 250 10.21% 8 338 11.08%
Foundation/Research 55 0.14% 51 0.08% 88 0.12%
Industrial 32 350 85.75% 53 767 87.84% 65 484 87.05%
Insurance 19 0.05% 26 0.04% 34 0.05%
Mutual/Pension Fund 112 0.30% 175 0.29% 213 0.28%
Private Equity 29 0.08% 30 0.05% 37 0.05%
Public Authority 22 0.06% 31 0.05% 41 0.05%
Venture Capital 15 0.04% 14 0.02% 17 0.02%
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Motifs
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Motifs

Frank Takes — SNACS — Lecture 9 — Link prediction and network motifs 50 / 64



Motifs

Meso-level of networks

Induced subgraphs of size > 2

Count the frequency of each subgraph (NP-hard)

Compare frequency of subgraphs to a random network

Motif: subgraph occurring at numbers significantly greater than in a
random network

Challenge: motifs in multiplex networks
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Counting multiplex subgraphs

A B

C


A B C

A 0 3 1
B 0 0 2
C 0 0 0

 → 031002000

Figure: Pattern labeling in directed multiplex networks.
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Null model

Stub matching model

Modeling each layer will not realize 5.9% overlap between layers

Instead, we model each combination of layers separately
For L layers, we have 2L − 1 models

Combine modeled layers into multiplex network

Sample a large number of models, and count its subgraphs
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Significance testing

1 Subgraph ratio:

frequency in data

frequency in random model samples

2 Subgraph concentration:

frequency in data

frequency of all patterns of that size

Cut-off value for ratio and concentration determines which subgraphs
(patterns) are motifs
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Experimental setup

Ratio cut-off: 5

Concentration cut-off: 0.01

1 000 random graph model samples

Motif size k = 3, k = 4 and k = 5

Assess composition of motifs based on industry sector
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Results

Table: Patterns and motifs per network.

Pattern size Motif size
3 4 5 All 3 4 5 All

Ownership 11 63 391 465 3 4 6 13
Board interlock 2 6 21 29 0 2 10 12
Multiplex 58 1 132 21 858 23 048 14 48 73 135
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Results

Figure: Ratio (horizontal axis) vs concentration (vertical axis) for all patterns.
Top right box indicates cut-off values. Patterns of size 3 in blue, size 4 in green
and size 5 in red.

Frank Takes — SNACS — Lecture 9 — Link prediction and network motifs 57 / 64



Highlighted motifs

Figure: Highlighted motifs of size 3 and 4.
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Highlighted motifs

Figure: Highlighted motifs of size 5.
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Results

Investment and board interlocks often go together

Well-connected boards attract investments

Co-investment by interlocked firms happens frequently

Shared investment strategies

Size 2 motif of reciprocated links: crossholdings

Over-representation of financial firms in certain motifs

Substantial involvement of finance sector in complex motifs
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Sectoral results

Network k =  3 k =  4 k =  5
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Figure: Division of firms over economic sectors for the full network and motifs of
different sizes.
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Conclusion

Multiplex motif recognition is nontrivial

Layer encoding scheme for enumerating and counting
Null models to account for interlayer assortativity

Motifs provide insight in the organization of corporations

There is added value in the multiplex aspect of corporate networks

The financial sector is overrepresented in complex network patterns

Future work: cross-country comparison
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Upcoming lab session and “Homework”

Progress substantially with Assignment 2; ask your questions during
the lab session!
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