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Notation

Concept Symbol

Network (graph) G = (V ,E )

Nodes (objects, vertices, . . . ) V

Links (ties, relationships, . . . ) E

Directed — E ⊆ V × V — “links”
Undirected — “edges”

Number of nodes — |V | n

Number of edges — |E | m

Degree of node u deg(u)

Distance from node u to v d(u, v)
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Real-world networks

1 Sparse networks density

2 Fat-tailed power-law degree distribution degree

3 Giant component components

4 Low pairwise node-to-node distances distance

5 Many triangles clustering coefficient

Many examples: social networks, communication networks, citation
networks, collaboration networks, protein interaction networks,
information networks, webgraphs, financial networks, . . .
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Centrality measures

Figure: Degree, closeness and betweenness centrality.

Source: “Centrality” by Claudio Rocchini, Wikipedia File:Centrality.svg
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Attribute assortativity

Figure: Attribute assortativity.

Image: Moya-Garćıa, A. et al. Identification of New Toxicity Mechanisms ... Genes, 13(7), 1292, 2022.
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Projection

→
Image: http://toreopsahl.com
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Community detection

Figure: Communities: node subsets connected more strongly with each other.

Partitioning a given graph into densely connected groups of nodes
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Community detection

Figure: Communities: node subsets connected more strongly with each other.

Divisive algorithms (Girvan-Newman), local search algorithms
(Louvain) optimizing a quality function (e.g., modularity), label
propagation and random walk based approaches.
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Core/periphery structure

Many large networks have a densely connected core and a periphery
of nodes attaching to only a few neighbors

Core/periphery structure: there is one dense area

Community structure: there are several, with little periphery

Figure: (a) Core/periphery structure and (b) Community structure.
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Webgraph

Broder et al., Graph structure in the web, Computer Networks 33(1): 309–320, 2000.
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Network models

n

p, m, . . .

seed

Input parameters

Graph model
generation mechanism

ER, WS, BA, CM, . . .

Synthetic network

Regular Small-world Random

pr = 0 pr = 1
Increasing randomness

Based on: Watts, D., Strogatz, S. Collective dynamics of ‘small-world’ networks. Nature 393, 440–442 (1998).
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Lancichinetti–Fortunato–Radicchi (LFR) graphs

Figure: LFR models with community mixing parameter µ = 0, 0.05, 0.2, 1.
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Centrality-based centralization

222 the atlas for the aspiring network scientist
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40 Stijn Cambie, Yanni Dong, and Matteo
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arXiv preprint arXiv:0812.2597, 2008
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centralized graph in Figure 14.13(a) still has 87% of the maximum
entropy, which would lead you to conclude that it’s decentralized.
So you also need to figure out what is the minimum possible entropy
given a graph, which can be tricky39,40.

Note that Shannon’s entropy is not the only option if you want to
go this way: there’s also Von Neumann’s entropy41,42. However, it’s
not the easiest thing in the world to calculate or interpret43,44. And
it tends to return similar values to Shannon’s entropy anyway, so I
personally stick with the version of entropy I explained.

One can also characterize the entropy of network ensembles45,46 –
i.e. what is the general entropy of all graphs generated with a given
set of rules (which we’ll see in Part V). This leads to interesting
discoveries, such as that most naturally occurring graphs are part of
families with lower entropy, which is not what you’d expect given the
first expectation about entropy in the physical world – entropy tends
to be maximized.

If you don’t want to go the information-theory route, you can
calculate any centrality measure and see how skewed the maximum
is with everything else. The procedure follows two steps. First, you
sum the centrality differences between the most central node in the
network and all other nodes. Then you calculate what would be the
largest theoretical sum of differences in networks of comparable size.
Usually the maximum is obtained by a star graph with the same
number of nodes of your original network. The ratio between the two
is the degree of centralization.

Note that, depending on the centrality measure you picked, you’re
going to obtain different results. Figure 14.14 shows a case using
degree, betweenness, and closeness centrality.

While the centralization measures agree that the network on the
left is more centralized than the network on the right, the levels of

Centralization Centralization

Figure 14.14: The bar chart
below the network indicates
its three centralization values
according to degree (red), be-
twenness (blue) and closeness
(green) centrality.

Figure: Centralization of two networks according to degree (red), betweenness
(blue) and closeness (green) centrality; bar length is the centralization value.
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Graph evolution

Figure: PA: target node based on degree (a),
graph formed through PA (b).

Figure: Triadic closure

Ella Has — SNACS — Lecture 8 — Machine learning for networks xv



Network sampling network sampling 425

(a) BFS (b) DFS (c) Snowball

(d) Random Walk (e) MHRW (f) Forest Fire

Figure 29.10: Examples of how
different network sampling
strategies explore a given net-
work. Each node is labeled
with the order in which it is
explored. The node color shows
whether the node was sampled
(green) or not (red), assuming
a budget of 15 units and a con-
stant cost of 1 unit per node.
Snowball assumes n = 3 (un-
labeled nodes are not explored
due to this parametric restric-
tion), while Forest Fire has a
burn probability of .5.

31 Michele Coscia and Luca Rossi.
Benchmarking api costs of network
sampling strategies. In 2018 IEEE
International Conference on Big Data (Big
Data), pages 663–672. IEEE, 2018

nodes, the second policy is better: if they have 10 or less edges, we
can fully explore them with a single query, thus we’re going faster
because we have lower waiting times between nodes. In Figure 29.11,
we color in blue the part of the degree distribution for which this
holds true. If the node has a degree higher than 10, then the first
policy is better, because it requires to perform fewer queries, even if
they are spaced out more in time. In Figure 29.11, we color in purple
the part of the degree distribution for which this holds true.

The second policy is in theory 5 times slower than the first (10
edges/sec versus 50 edges/sec, on paper), however it will allow you
to crawl this network in half of the time31. This is because, in a broad
degree distribution, we have way more nodes with low degree – for
which the second policy is faster. In Figure 29.11, out of 500k nodes,
492k have degree of 10 or less.

You could conclude that the best API policy possible is the one
that gives you only one node at a time, imposing no waiting time
between requests. This is true only in theory. In practice there are a
few things you need to consider, which you can lump into the issue
of network latency. First, it still takes time for the information to
travel from the server to your computer. This is not exactly the speed
of light, so the requests will never be truly instantaneous. Second,
a server which gets hit too frequently with too many requests will
also naturally slow down, often in unpredictable ways. Thus some

Figure: Six sampling strategies on the same network with a budget of 15 nodes.
Labels give the exploration order; nodes are sampled (green) or not (red).
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Machine Learning and Networks
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Network tasks and machine learning

Many network tasks are prediction tasks:

Node classification

Link prediction

Anomaly detection

Machine Learning models are useful for prediction, but

nodes and edges cannot be parsed

adjacency matrices are too large and sparse

234 the atlas for the aspiring network scientist

Input Layer Output Layer

Learning f

Hidden Layers

?

?

?

Figure 15.10: A general schema
for graph convolutional learn-
ing. The gray nodes in the
input network are unclassified.
By learning the function f be-
hind the classification of nodes,
we can classify the rest of the
network (yellow outline in the
output layer).

10 Yaguang Li, Rose Yu, Cyrus Shahabi,
and Yan Liu. Diffusion convolutional
recurrent neural network: Data-driven
traffic forecasting. arXiv preprint
arXiv:1707.01926, 2017b
11 Bing Yu, Haoteng Yin, and Zhanxing
Zhu. Spatio-temporal graph convo-
lutional networks: a deep learning
framework for traffic forecasting. In
IJCAI, pages 3634–3640. AAAI Press,
2018
12 Sijie Yan, Yuanjun Xiong, and Dahua
Lin. Spatial temporal graph convo-
lutional networks for skeleton-based
action recognition. In Thirty-Second
AAAI Conference on Artificial Intelligence,
2018
13 Ashesh Jain, Amir R Zamir, Sil-
vio Savarese, and Ashutosh Saxena.
Structural-rnn: Deep learning on spatio-
temporal graphs. In Proceedings of the
IEEE Conference on Computer Vision and
Pattern Recognition, pages 5308–5317,
2016

f that can explain why each node has a specific label/value. Once f
is learned, you will obtain the labels of the non-classified nodes, or
you’ll be able to classify a new, previously unseen, graph.

Typically, f assumes that each node can be represented by a vector,
called state. We’re going to see in Chapter 44 more than you want to
know on how to make smart f s.

But modifying the way you learn f is not the only possible variant.
You could also modify the input and output layers, to change the
task itself. For instance, you could try to predict spatiotemporal
networks10,11,12,13: by having as input a dynamic network with
changing node states, you could predict a future node state. Figure
15.11 shows a simplified schema for the task. Think, for instance,
about traffic load: given the way traffic evolves, you want to be able
to predict how many cars will hit a specific road straight (edge) or
intersection (node).

Other possible applications are the generation of a realistic net-
work topology (Chapter 18), the prediction of a link (Chapter 23), or
summarizing the graph (Chapter 46). Given that these are not related
to node roles, I’ll deal with such applications in the proper chapters.

Input Layer Output LayerHidden Layers

Learning f

1,2,1,2,1,? 1,2,1,2,1,2

Figure 15.11: A schema for
spatial-temporal neural net-
works. We have an activation
timeline for each node (here
showing only one). The task is
predicting the activation state in
the next timestep.
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Network embedding

Solution: dense vector representations to represent the network
Similar nodes → similar vectors

shallow graph learning 607

of numbers. Figure 42.1 shows a stylized example of what a node
embedding is. We transform the original graph (Figure 42.1(a)) into a
set of two-dimensional numerical vectors for each of its nodes (Figure
42.1(b)). These vectors have a spatial relationship reflecting some of
the graph’s properties (Figure 42.1(c)).

3

7

8

5

9

2

4

6

1

(a)

Node Embedding
1 {0.88, 0.69}
2 {0.88, 0.69}
3 {0.88, 0.69}
4 {1, 1}
5 {0.48, 0.66}
6 {0, 0}
7 {0.42, 0.1}
8 {0.42, 0.1}
9 {0.42, 0.1}

(b)

4

5

6

1,2,3

7,8,9

(c)

Figure 42.1: (a) An example
graph. (b) One of the possible
embeddings of (a), assigning a
two dimensional vector to each
node. (c) The scatter plot repre-
sentation of (a)’s embeddings.

Properties of Good Embeddings

Not all functions turning a node into a vector of numbers are good.
To be useful, a node embedding should satisfy at least a few basic
properties:

1. An embedding should be small, meaning that it should have a
low dimensionality, few entries. If your network has |V| nodes,
then the vector representing each node should have fewer than |V|
entries.

2. An embedding should be dense, you don’t want most of your
entries in most of your node embeddings to be zeroes – otherwise,
why having those dimensions in the first place, if they don’t give
you much extra information?

3. An embedding should be permutation invariant: we shouldn’t
be getting different embedding depending on the order in which
we’re exploring the nodes.

4. An embedding should be a faithful representation of the topology
of your network. Nodes that are “similar” should be represented
by vectors at a low distance – as Figure 42.2 shows.

The aim of the embedding function is to embed your nodes into a
low dimensional space in a way that respects at least those properties.
You can think of your nodes as the points of a scatter plot: points that
are spatially close to each other are similar. If this low dimensional
representation is any good, you can then analyze this scatter plot and
discover interesting properties of your nodes. This is helpful, because
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Properties of good embeddings

Structural properties of the
network should be captured

Similar nodes should be close
together in vector space

Neighbors
Structurally equivalent nodes

Allow for good performance
downstream machine learning
tasks

608 the atlas for the aspiring network scientist
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7

9

Graph Embedding Space

Figure 42.2: A graph and its em-
bedding space, where the em-
bedding function represented
by the blue arrows places struc-
turally equivalent nodes nearby
in a 2D embedding space.

usually the scatter plot is (i) easier to analyze than a graph, and (ii) a
more common data structure than a graph on which you can apply a
more diverse set of algorithms that were not developed with graphs
in mind.

The real meat that makes embeddings interesting is the last con-
straint – which connects similarity of embeddings with the similarity
of the nodes. But before we dive into that, there might be a question
lingering in your mind: why are we bothering with graph embed-
dings? We can already represent easily a node with a vector. In fact,
this is something you taught me since Chapter 8! A node is nothing
more than a row in the adjacency matrix of the graph. Thus it is a
vector. Why can’t we use that as our “embedding”?

The reason is that A fails each of the first three constraints:

1. It is not low-dimensional. If you slice the adjacency matrix, your
nodes will be represented by a vector of length |V|, which doesn’t
save you any dimensions.

2. It is binary and sparse, therefore not information-dense. Most
algorithms that you want to apply on your embeddings don’t
work well with this sort of input data.

3. It is not permutation invariant. You will get a different embed-
ding depending on how you sort the rows and columns of your
matrix. So you could get two isomorphic graphs with different
embeddings!

I show you an example of the last problem in Figure 42.3. You can
tell that the two graphs defined by the two matrices I show there are
isomorphic, because one matrix is the rotation of the other – quite
literally, I was too lazy to make another figure from scratch, so I just
rotated it in latex.

In fact, you want something even stronger than permutation invari-
ance. You want permutation equivariance: not only the embeddings
of a node should not be changed by the order in which you visit
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Loss functions

Different approaches to optimizing for good embeddings

Node similarity (unsupervised/self-supervised)

Graph reconstruction (self-supervised)

Task performance (supervised)
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Embedding methods

Random-walk embeddings

Graph neural networks (GNNs)

Matrix factorization/spectral embeddings (not covered here)
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Random-walk Embedding
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Analogy to language

word2vec learns word representations from their context

Input: corpus of text

Output: vector representation for each word in text

Words appearing in similar context close together

random walk embeddings 623

Complex network analysis is easy

Network science is hard

network analysis is easy

science hard

complex

Figure 43.1: Representing two
sentences as a graph, show-
ing the connection between
Word2Vec and network science.

3 Bryan Perozzi, Rami Al-Rfou, and
Steven Skiena. Deepwalk: Online
learning of social representations. In
Proceedings of the 20th ACM SIGKDD
international conference on Knowledge
discovery and data mining, pages 701–710.
ACM, 2014

and each sentence is a random walk. The random walk happens
on a network we don’t have, the one connecting each word to each
other because of their semantic and syntactic relationships. But not
having the network doesn’t matter, because all you need to create
the embeddings are the random walks. Similarly to the random walk
approach in community discovery (Section 35.2), we base this on the
assumption that random walks of two similar nodes will hit the same
neighbors.

Once you realize this, you can apply Word2Vec to your networks
and get node embeddings. This is quite literally what DeepWalk3

does. You simply perform a bunch of random walks – normally a cer-
tain number of random walks starting at a given node, with a given
length, and so on. The more two words co-appear in a random walk,
the more similar they are. Therefore, whatever your Z embeddings
are, they need to be a good approximation of the co-appearances
frequencies.

You can write this in mathematical form, all you need is to find
the right loss function (Section 4.3) – which in this case is the log-
likelihood. I’m going to simplify DeepWalk a bit, to help intuition.
Let’s assume W is the set of our random walks. We can say that
|Wu,v| is the number of random walks in which u and v co-appear.
Then, we can consider this log-likelihood function:

L = − ∑
u,v∈W

|Wu,v| log (p(u|v)) ,

where p(u|v) is our estimation of the probability of observing
node u in a walk that touched node v. This is a likelihood function
because we’re summing logs of probabilities, which is equivalent to
multiply the probabilities themselves – see Section 4.3 for a refresher
with a simple case with coin tosses. We multiply each probability
with |Wu,v| because we want a probability to weigh more if the two
nodes co-appear in a random walk a lot of times. If that happens –
meaning |Wu,v| is high – we want p(u|v) to be high as well. This is
what Figure 43.2 shows for a random network.

Complex network analysis is easy.
Network science is hard.
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Nodes instead of words

Input: (un)directed, (un)weighted unattributed graph

Sample random walks

Sequence of nodes visited can act like a “sentence”

Nodes with similar contexts get similar representations

Context: the nodes appearing in random walks before and after a
node, at a certain distance (window size)
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DeepWalk

DeepWalk samples uniform random walks

1 Start a walk from node v0

2 Uniformly sample one of vi ’s neighbors
vi+1, and repeat

3 Train embeddings with SkipGram

Use negative sampling to estimate
co-occurrence probabilities
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SkipGram

Learn representation Φ that maximizes probability of the context
given representation

1 Cycle over the target nodes vi in the random walks
2 Per node uj in context window of size c around vi :

Loss: J (Φ) = − logPr (uj |Φ(vi ))

Gradient descent: Φ = Φ− α · ∂J
∂Φ

Probability is expensive to compute for each target-context pair:

O
(
c |V |2

)
, so it is approximated with negative sampling
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Negative sampling

Sample k nodes from noise distribution Prn(v)

Objective: distinguish sampled nodes from nodes in context based on
representation

J(Φ) = − log σ(Φ(vi )
⊤Φ′(uj))− kEw∼Prn(v)

[
log σ(−Φ(vi )

⊤Φ′(w))
]

Noise distribution choice

Uniform
Proportional to total frequency in corpus
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Biased walks
Uniform walks are inefficient exploration
Node2vec: parameterize probabilities

Parameters:
p: regulates backtracking (breadth-first search)
q: regulates depth-first search

Unnormalized probabilities:
Returning to previous node: 1

p
Moving to common neighbor: 1
Into depth: 1

q

Parameters can be chosen or learned from data

random walk embeddings 625

6 Aditya Grover and Jure Leskovec.
node2vec: Scalable feature learning for
networks. In Proceedings of the 22nd
ACM SIGKDD international conference
on Knowledge discovery and data mining,
pages 855–864. ACM, 2016

43.2 Variants on Simple Graphs

If we wanted to improve over DeepWalk, what would we do? For
now, let’s keep things simple and assume we only deal with simple
graphs – graphs with a single edge type. We deal with heterogeneous
/ multilayer network later. We have a few options, the most common
being to deploy high order random walks. This is popular because,
depending on how the high order is implemented, you can get node
embeddings with radically different meanings and properties.

Node2Vec

Node2vec6 notices that DeepWalk uses uniform random walks,
picking the next step of the walk completely at random. However,
there is something to gain by performing higher order random walks
(Chapter 34). Figure 43.3 shows you an example.

3

4

12

1/p

1

1/q

Figure 43.3: The biased random
walk implemented in Node2Vec.
The gray arrow is the step we
just took. The colored arrows
show the reweighting of the
various possibilities, with the
p and q parameters. Blue for
backtrack, green for common
neighbor, purple for not shared
neighbors.

In a high order random walk what matters is not only the node
you’re currently in, but also the node you come from. Node2Vec uses
two parameters to exploit this information, p and q. In practice, it
tries to modulate between a BFS-like strategy and a DFS-like one
(Section 13.1). In Figure 43.3 you just followed the gray arrow to go
from node 2 to node 1. How do you pick the next step?

Parameter p tells us how much we hate to backtrack. The step
bringing you back to node 2 is weighted 1/p. So if p is high, 1/p
is low, and so it is unlikely we backtrack. But if p is below 1, it is
more likely to backtrack, which is what a BFS exploration would do.
Parameter q, instead, tells us how much we hate to explore parts of
the network we haven’t seen yet. Among all of node 1’s neighbors,
those that are not also neighbor with node 2 will get a 1/q weight
to be explored. With low q we’re trying to get as far from node 2 as
possible – which is how DFS would behave. With high q we’re more
likely to explore a common neighbor between nodes 1 and 2.

DeepWalk is equal to Node2Vec when we set p = q = 1, so
each neighbor of node 1 is treated equally. But setting p and q with
various combinations leads to different random walks and, as a con-
sequence, different embeddings Z which privilege some information
about the network over some other.
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Embedding Zachary’s Karate Club network

Figure: DeepWalk embedding of Zachary’s Karate Club. Source: Rizi (2021)

Embedding clusters nodes by community (roughly)

Structurally similar nodes near each other (purple low-degree nodes)
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Limitations

Transductive: cannot embed unseen nodes without complete
retraining

Train/test split not possible
New nodes over time

Does not incorporate node features
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Graph Neural Networks
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Graph Neural Networks

Graph neural networks offer more flexibility

Use additional node features (tabular data about each node)

Less retraining for new nodes

Leveraging innovations in neural network architectures for matrix data
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Graph Neural Networks

Node features

From image convolution to graph convolution

Message passing

Training

Challenges

Architectures
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Attributed networks

[0.3, 0.1]

[0.2, 0.1]

[0.3, 0.5]

[0.6, 0.4]
[0.7, 0.5]

[0.2, 0.5]

[0.4, 0.0]
[0.0, 0.2]

[0.1, 0.4]
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Neural networks

Layers of neurons

Connections with weights

Non-linear activation functions

shallow graph learning 611

vector. In turn, this also means exactly that I embed the network
structure in a 2D space.

It would be ugly if there were edge crossings or the nodes over-
lapped, so the network structure constrains how I build these vectors.
Every time you try to display your network in the clearest form pos-
sible, you are creating 2D (sometimes 3D) node embeddings. In fact,
there are a bunch of specialized algorithms that layout your networks
– we’ll see them in Chapter 51. They are a relatively simple way to
create node embeddings – but, crucially, it is a totally valid way to do
it.

42.2 From Neural Networks to Graph Neural Networks

The main reason people nowadays can’t get enough of making new
ways of building node embeddings is because node embeddings are
a perfect way to boil down the complexity of a graph in a way that
classical neural network architectures can understand it. To see what
I mean, we shall take another look at Figure 6.12, which I reproduce
here as Figure 42.6.

(a) Feedforward. (b) Recurrent. (c) Modular.

Figure 42.6: Different neural
networks. The node color de-
termines the layer type: input
(red), hidden (blue), output
(green).

From the figure, you can see the general architecture of a neural
network. The input goes into the input layer, it is processed by one
or more hidden layers, until the neural network produces an output
in the output layer. Now, as I mentioned in Chapter 41, the problem
here is that the input layer is a vector of numbers, but networks
aren’t vectors of numbers. If they were, analyzing them would be
easy and this book wouldn’t exist. So we need to find a way to
transform them into something a neural network understands. Which
is embeddings, as I mentioned.

We generally call this approach “shallow learning” because we
use the network only to build the embeddings. However, once we
have the embeddings, we forget about the network and we don’t
use it any more – there are no more edges in the vectors of numbers
we feed into the algorithm. As I already outlined, when we get to
Chapter 44, we’ll deal with “deep learning”. In this case, we use
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Convolutional Neural Networks

Kernel: shared weights across pixels

Weighted sum of each pixel’s neighboring pixels

612 the atlas for the aspiring network scientist

the edges themselves as the neural network, which then become a
central part of the learning process. This will require us to define
new graph neural network algorithms, rather than re-using generic
neural network approaches that were not defined specifically for
graphs.

However, I like to think that the two approaches aren’t so different.
This is just my personal view but, if you squint hard at it, many of
the classical neural network approaches are actually graph neural
networks. In Section 43.1 I’ll give an example from natural language
processing, but here I’ll focus on another classical neural network
approach: image convolution. Figure 42.7 shows a depiction of what
a simple convolution operation looks like at an abstract level.

Figure 42.7: A convolution op-
eration. Color determines the
layer of the neural network: red
= input, blue = hidden, green =
output.

The figure shows what one normally does in image convolution:
we chunk the image in a collection of (overlapping) pixels. Then
the neural network learns – across multiple layers – relationships
between adjacent chunks of pixels. Eventually it will figure out that
these chunks here look like an eye, those over there look like a mouth,
and so on until it classifies the image as a face.

But consider a perspective shift, which I represent in Figure 42.8.
Here, each square is a (collection of) pixels. What the neural network
does is to look at each pixel’s neighbors and use them to update the
pixel’s representation. This is literally the same as having a simple
network – a regular grid of nodes – as the input of your neural
network architecture. So, in this simplified example, there are two
differences between a neural network and a graph neural network. A
non-graph neural network:

1. Only accepts simple graphs as inputs; and

2. It requires the simple graphs to be ordered – we know which nodes
come “before” and “after” the current one, for instance the ones
representing the pixel on the left and on the right.

A complex network doesn’t have such a canonical node ordering.
So, to move from neural networks to graph neural networks, we “sim-
ply” have to figure out how to handle arbitrarily complex unordered
graphs.
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Graph Convolutional Networks (GCN)
shallow graph learning 613

Figure 42.8: A way of thinking
about image convolution as a
graph neural network problem.
Each square in the grid repre-
sents a pixel. Each pixel can be
though of as a node connected
to its adjacent pixels.

We now take a look at specialized ways to build graph embed-
dings. I decided to focus on two main families of approaches. Here
we focus on spectral embeddings. Then, in the next chapter, we’ll see
a random walk embeddings, which has proven to be a popular and
powerful way of building embeddings.

42.3 Spectral Embeddings

This is the oldest category of graph embeddings techniques. The
objective of the researchers working in this early definition of the
problem was simple dimensionality reduction. In other words, they
were mainly interested in having small vectors representing the
topology around a node without having to look at the entirety of its
neighborhood – that is to say, its adjacency vector. In practice, they
were trying to have some sort of network-aware Principal Component
Analysis (Section 5.6).

Let’s repeat the general idea of embedding nodes: if nodes u
and v are connected to each other by a strong link Auv, then their
embeddings Zu and Zv should be similar. In spectral embeddings
you want to find a good loss function that approximates well your
objective which can be optimized by solving an eigenvector problem.
In practice, you want to find the right matrix representation of your
graph corresponding to that specific loss function.

These matrix representations are sometimes transformations of A,
but most often of the Laplacian L. Let’s look at a simple example to
warm up. Figure 42.9(a) shows a graph. Here, I choose to transform
A into D−1/2 AD−1/2 – see Figure 42.9(b)). The first step to get the
embedding is to calculate the Single Value Decomposition (SVD) of
that transformed matrix – see Section 5.6.

Remember that SVD produces three outputs – the singular values
and two matrices with the singular vectors. For now, I only show you
the singular values in Figure 42.9(c), which give you an idea of the

Differences image and graph data

Number of neighbors (constant or variable)

Relevance of order of neighbors (clear ordering or arbitrary)
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Basic GCN embedding

1 Input: attributed, (un)directed, (un)weighted graph
2 Initialize feature vector for each node
3 For K layers: (usually K = 2)

For each node:
Sample neighbors
Message passing: aggregate neighbors’ features
Fully connected neural network layer (layer-specific)

Normalize feature vectors

4 Embeddings: output feature vectors last layer
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Training

Learn parameters fully connected layers (and parameters aggregation
function if applicable)

Loss function

Self-supervised: e.g., similar nodes near each other, or graph
reconstruction performance
Supervised: task-specific performance

Stochastic gradient descent
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Message passing

Let’s simulate the message-passing mechanism

Take some (3-5) pieces of paper and write down how many months
you have been at Leiden University (your node feature value) on each
piece

Pass the pieces of paper to your neighbors next to you, in front, and
behind

Take the average of the numbers you received (intermediate result)

Incorporate your own initial feature value by taking the average of
your feature and the intermediate result

See how your and your neighbors’ embeddings have changed from
your original node features

What does this new value represent?
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Message passing

After one round, embeddings
contain information from direct
neighbors

Another round adds information
from neighbors of neighbors

After K steps, each node has
information from K -hop
neighbors
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Inductive embedding

Inductive embedding: new (unseen) nodes can be embedded using
the trained network

Only K -hop neighbors are affected by addition of a node and need to
update embeddings

GNN

GNN
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Challenges

Over-smoothing: repeating message passing too many times → whole
graph has the same features

Skip-connection: aggregate passed message with original features (like
we did before)
Jumping knowledge: concatenate embeddings from all layers as final
embedding

Over-squashing: signal from far-away nodes gets diluted
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GNN architectures

Multiple GNN architectures derived from ”regular” neural network
architectures, including:

Graph attention

Graph transformers

Autoencoders
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Graph Attention Network (GAT)

Attention: which neighbors to weigh heavier in message passing

Extra degree of freedom: learn which neighbors are more important
based on features of previous layer and trainable weights
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Graph Transformer

Multiple attention heads → transformer

Allows learning of different divisions of attention in parallel

Ella Has — SNACS — Lecture 8 — Machine learning for networks 33 / 42



Autoencoder
deep graph learning models 659

A A
Encoder Decoder

Figure 45.5: An autoencoder
working on an adjacency matrix
(in red). The encoder learns the
H1 embeddings (in green) and
the decoder reconstructs the
adjacency matrix.

A A'

Encoder Decoder

Mean

Std Dev

Figure 45.6: A variational
autoencoder working on an
adjacency matrix (in red). The
encoder learns the mean and
standard deviations behind the
true H1 embeddings (in green)
and the decoder first samples a
random embedding with those
means and standard deviations
and the uses it to reconstruct
the adjacency matrix.

14 Thomas N Kipf and Max Welling.
Variational graph auto-encoders. arXiv
preprint arXiv:1611.07308, 2016

15 Aditya Grover, Aaron Zweig, and
Stefano Ermon. Graphite: Iterative
generative modeling of graphs. In ICML,
pages 2434–2444, 2019

16 Martin Simonovsky and Nikos
Komodakis. Graphvae: Towards
generation of small graphs using
variational autoencoders. In ICANN,
pages 412–422. Springer, 2018

17 Shaosheng Cao, Wei Lu, and
Qiongkai Xu. Deep neural networks for
learning graph representations. In AAAI,
2016
18 Daixin Wang, Peng Cui, and Wenwu
Zhu. Structural deep network embed-
ding. In SIGKDD, pages 1225–1234,
2016a

parameters – in our case the mean and standard deviation – you
can generate random embeddings with those parameters. You’re
going to get a new random embedding for each node which looks
like the original one – because it has the same average and standard
deviation – but it’s different enough that can lead you to reconstruct
a different A.

You can see in Figure 45.6 how the variational part makes the
encoder and decoder more complex. The encoder cannot simply
reconstruct the embeddings, but needs to learn their distributions.
The decoder has the task of sampling from these distributions and
then use the sampled embeddings to reconstruct the data.

When it comes specifically to graphs, the main approaches are
whether you want to learn the parameters of the distributions for
each node separately14,15 – and so reconstruct node embeddings
from their own means and standard deviations – or if you want to
pool everything together and learn directly at the level of the entire
graph16 – reconstructing the entire adjacency matrix all at once.

Depending on how you build the embeddings, the autoencoder
can learn different things. For example, you can try to use the au-
toencoder to reconstruct the information present in random walks17,
and if you go high-order you can learn the first and second order
relationships between nodes at the same time18.

Train encoder to produce embeddings that capture adjacency matrix

Train decoder to reconstruct adjacency matrix from embeddings

Hidden embedding layer captures relevant features of the network

Variational autoencoder (VAE): learns distribution over hidden
embeddings → allows generation of new similar networks

Encoder and decoder layers can be GCN, GAT, etc.
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Applications
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Recommendations

Social media: people to follow, posts you may like

Web shops: ”others also bought...”

Streaming services: what to watch next

https://www.linkedin.com/blog/engineering/member-customer-experience/

optimizing-pymk-for-equity-in-network-creation
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Recommendation systems

https://aws.amazon.com/blogs/machine-learning/

graph-based-recommendation-system-with-neptune-ml-an-illustration-on-social-network-link-prediction-challenges/
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Embeddings for Link Prediction

https://aws.amazon.com/blogs/machine-learning/

graph-based-recommendation-system-with-neptune-ml-an-illustration-on-social-network-link-prediction-challenges/
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Anomaly detection

Figure: Adapted from Huang et al. (2026), Fig. 1.
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Summary

Network embeddings are lower-dimensional representations of
networks

Network embeddings allow the application of machine learning models

Random-walk embedding methods sample walks on (unattributed)
graphs and learn embeddings based on context/neighborhood
similarity

GNNs generate network embeddings informed by structure and node
features to optimize a loss function
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Upcoming lab session and “Homework”

Continue on Assignment 2
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