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Notation

Concept Symbol

Network (graph) G = (V ,E )

Nodes (objects, vertices, . . . ) V

Links (ties, relationships, . . . ) E

Directed — E ⊆ V × V — “links”
Undirected — “edges”

Number of nodes — |V | n

Number of edges — |E | m

Degree of node u deg(u)

Distance from node u to v d(u, v)
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Real-world networks

1 Sparse networks density

2 Fat-tailed power-law degree distribution degree

3 Giant component components

4 Low pairwise node-to-node distances distance

5 Many triangles clustering coefficient

Many examples: social networks, communication networks, citation
networks, collaboration networks, protein interaction networks,
information networks, webgraphs, financial networks, . . .
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Centrality measures

Figure: Degree, closeness and betweenness centrality.

Source: “Centrality” by Claudio Rocchini, Wikipedia File:Centrality.svg
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Attribute assortativity

Figure: Attribute assortativity.

Image: Moya-Garćıa, A. et al. Identification of New Toxicity Mechanisms ... Genes, 13(7), 1292, 2022.
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Projection

→
Image: http://toreopsahl.com

Frank Takes — SNACS — Lecture 7 — Network evolution and sampling vi

http://toreopsahl.com


Community detection

Figure: Communities: node subsets connected more strongly with each other.

Partitioning a given graph into densely connected groups of nodes
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Community detection

Figure: Communities: node subsets connected more strongly with each other.

Divisive algorithms (Girvan–Newman), local search algorithms
(Louvain) optimizing a quality function (e.g., modularity), label
propagation and random walk based approaches.
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Core/periphery structure

Many large networks have a densely connected core and a periphery
of nodes attaching to only a few neighbors

Core/periphery structure: there is one dense area

Community structure: there are several, with little periphery

Figure: (a) Core/periphery structure and (b) Community structure.
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Webgraph

Broder et al., Graph structure in the web, Computer Networks 33(1): 309–320, 2000.
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Network models

n

p, m, . . .

seed

Input parameters

Graph model
generation mechanism

ER, WS, BA, CM, . . .

Synthetic network

Regular Small-world Random

pr = 0 pr = 1
Increasing randomness

Based on: Watts, D., Strogatz, S. Collective dynamics of ‘small-world’ networks. Nature 393, 440–442 (1998).
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Lancichinetti–Fortunato–Radicchi (LFR) graphs

Figure: LFR models with community mixing parameter µ = 0, 0.05, 0.2, 1.
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Micro, meso and macro scale



Levels of analysis in network science
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Micro scale
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Macro scale
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Macro scale
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Levels of analysis in network science

Level ≈ Scale

Micro scale: individual nodes local
Degree, clustering, node centrality, . . .

Meso scale: network substructures
Community structure, core/periphery, motifs, . . .

Macro scale: network as a whole global
Density, reciprocity, average distance, diameter, . . .
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Meso scale: communities
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Meso scale: communities
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Meso scale: motifs
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Meso scale: motifs
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Meso scale: motifs
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Meso scale: motifs
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Network centralization



Centrality: micro scale

Figure: Degree, closeness and betweenness centrality.

Centrality says something about individual nodes

Can we say something about the network as a whole?

Source: “Centrality” by Claudio Rocchini, Wikipedia File:Centrality.svg
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Centralization: macro scale

Centralization: extent to which one node is much more central than
all other nodes

Centralization is macro-scale counterpart of micro-scale centrality

Most centralized network is star network: one node connected to all
other nodes and no other edges

Two approaches:

1 Information-theoretic: entropy of the degree distribution
2 Centrality-based: compare the most central node with all other nodes

Freeman, Centrality in social networks: conceptual clarification, Social Networks 1(3): 215–239, 1978.
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Information-theoretic centralization
Degree sequence as probability distribution: pv = deg(v)/2m
Example: degrees [4, 2, 2, 1, 1]→ [0.4, 0.2, 0.2, 0.1, 0.1]
Shannon entropy H = −∑

v∈V pv log pv
Lower entropy → fewer bits needed to describe the distribution, i.e.,
it compresses well → a few nodes attract most edges → more
centralized
Problem: network size-dependent and no meaning to value itself

node ranking 221

34 Christos Giatsidis, Dimitrios M
Thilikos, and Michalis Vazirgiannis.
D-cores: Measuring collaboration of
directed graphs based on degeneracy.
In Data Mining (ICDM), 2011 IEEE
11th International Conference on, pages
201–210. IEEE, 2011
35 Shai Carmi, Shlomo Havlin, Scott
Kirkpatrick, Yuval Shavitt, and Eran
Shir. A model of internet topology using
k-shell decomposition. Proceedings of
the National Academy of Sciences, 104(27):
11150–11154, 2007
36 Alexander V Goltsev, Sergey N Doro-
govtsev, and Jose Ferreira F Mendes.
k-core (bootstrap) percolation on com-
plex networks: Critical phenomena and
nonlocal effects. Physical Review E, 73(5):
056101, 2006
37 Linton C Freeman. Centrality in social
networks conceptual clarification. Social
networks, 1(3):215–239, 1978

38 Matthias Dehmer and Abbe Mow-
showitz. A history of graph entropy
measures. Information Sciences, 181(1):
57–78, 2011

use it to define a centrality measure. Among popular examples we
find D-cores34 (for directed networks), k-shells35, k-coronas36, and
more.

14.8 Centralization

This chapter is all about knowing which nodes are central in a net-
work. So it is a node-centric chapter. To wrap it up, let’s change the
perspective a little. Let’s see how node centrality can say something
about your network as a whole. This would be the centralization
of the network. A network is centralized when there is one node
in it that is so much more central than everything else. Consider a
star, where one node is in the middle, it is connected to every other
node in the network and there are no other connections between its
neighbors. A network cannot get more centralized that that37.

There are two main ways to detect centralization. The first ap-
proach is information-theoretic. You can look at the degree distribu-
tion and transform it into a probability distribution. This distribution
answers the question “What is the probability that an edge will be
attached to this node?”. For instance, if you have the degree sequence
[4, 2, 2, 1, 1], you divide every entry by the sum: [0.4, 0.2, 0.2, 0.1, 0.1].
Now you can calculate Shannon’s information entropy. As Figure
14.13 shows, a more centralized network will generate lower en-
tropies38 given that there are few nodes connected to everything.

(a) 2.98 (b) 3.30

Figure 14.13: Two networks
with different levels of cen-
tralization. The node size is
proportional to its degree.
Entropy values in the captions.

One issue with this approach is that it’s not immediately obvious
how centralized a network is by simply looking at the entropy value.
Larger networks will generate higher entropies without necessarily
being more centralized, because you need more bits to encode more
entries – check Section 3.5 for a refresher. You could normalize the
entropy with the maximum entropy you’d get with |V| entries –
the number of nodes in your network – which is log |V|. However,
it’s not that simple. The maximum entropy for a graph of 30 nodes
like the ones in Figure 14.13 is 3.40. This means that the apparently

Figure: Size proportional to degree. Entropy: (left) 2.98, (right) 3.30.
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Centrality-based centralization

Given centrality measure C and most central node v∗ in graph
G = (V ,E )

Sum the differences between v∗ and all other nodes, and divide by the
largest possible sum over star graph G ′ = (V ′,E ′) with the same
number of nodes:

CentC (G ) =

∑
v∈V (C (v∗)− C (v))∑

v ′∈V ′ (C ′(v ′∗)− C ′(v ′))

(Assuming the star graph has the highest of such differences)

Value between 0 (all nodes equally central) and 1 (star)

Any centrality measure can be used: degree, closeness, betweenness,
. . .
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Centrality-based centralization

222 the atlas for the aspiring network scientist

39 Stijn Cambie and Matteo Mazza-
murro. Resolution of yan’s conjecture
on entropy of graphs. arXiv preprint
arXiv:2205.03357, 2022
40 Stijn Cambie, Yanni Dong, and Matteo
Mazzamurro. Extremal values of degree-
based entropies of bipartite graphs.
Information Sciences, 676:120737, 2024

41 Filippo Passerini and Simone Severini.
The von neumann entropy of networks.
arXiv preprint arXiv:0812.2597, 2008

42 David Simmons, Justin Coon, and
Animesh Datta. The quantum theil
index: characterizing graph centraliza-
tion using von neumann entropy. arXiv
preprint arXiv:1707.07906, 2017

43 Lin Han, Francisco Escolano, Edwin R
Hancock, and Richard C Wilson. Graph
characterizations from von neumann
entropy. Pattern Recognition Letters, 33

(15):1958–1967, 2012
44 Giorgia Minello, Luca Rossi, and
Andrea Torsello. On the von neumann
entropy of graphs. Journal of Complex
Networks, 7(4):491–514, 2019
45 Ginestra Bianconi. Statistical mechan-
ics of multiplex networks: Entropy and
overlap. Physical Review E, 87(6):062806,
2013
46 Kartik Anand and Ginestra Bianconi.
Entropy measures for networks: Toward
an information theory of complex
topologies. Physical Review E, 80(4):
045102, 2009

centralized graph in Figure 14.13(a) still has 87% of the maximum
entropy, which would lead you to conclude that it’s decentralized.
So you also need to figure out what is the minimum possible entropy
given a graph, which can be tricky39,40.

Note that Shannon’s entropy is not the only option if you want to
go this way: there’s also Von Neumann’s entropy41,42. However, it’s
not the easiest thing in the world to calculate or interpret43,44. And
it tends to return similar values to Shannon’s entropy anyway, so I
personally stick with the version of entropy I explained.

One can also characterize the entropy of network ensembles45,46 –
i.e. what is the general entropy of all graphs generated with a given
set of rules (which we’ll see in Part V). This leads to interesting
discoveries, such as that most naturally occurring graphs are part of
families with lower entropy, which is not what you’d expect given the
first expectation about entropy in the physical world – entropy tends
to be maximized.

If you don’t want to go the information-theory route, you can
calculate any centrality measure and see how skewed the maximum
is with everything else. The procedure follows two steps. First, you
sum the centrality differences between the most central node in the
network and all other nodes. Then you calculate what would be the
largest theoretical sum of differences in networks of comparable size.
Usually the maximum is obtained by a star graph with the same
number of nodes of your original network. The ratio between the two
is the degree of centralization.

Note that, depending on the centrality measure you picked, you’re
going to obtain different results. Figure 14.14 shows a case using
degree, betweenness, and closeness centrality.

While the centralization measures agree that the network on the
left is more centralized than the network on the right, the levels of

Centralization Centralization

Figure 14.14: The bar chart
below the network indicates
its three centralization values
according to degree (red), be-
twenness (blue) and closeness
(green) centrality.

Figure: Centralization of two networks according to degree (red), betweenness
(blue) and closeness (green) centrality; bar length is the centralization value.
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Network evolution



Network evolution

Examples of network evolution
Online social networks: users join the network and create new
friendships
Webgraphs: new pages and links to pages appear on the internet
Scientific networks: new papers are being co-authored, linking the
authors
Human communication networks: people send messages to new
contacts

Also called temporal network analysis: how does the network
structure change over time?
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Apple collaboration network

http://www.kenedict.com/apples-internal-innovation-network-unraveled/
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Temporal networks

Temporal network G t = (V t ,E t) with time window 0 ≤ t ≤ T

Usually at t = 0, either

V 0 = ∅ and a new edge may bring new nodes, or
V 0 = V T and only edges are added over time most common

Timestamp on node v ∈ V :
τ(v) ∈ [0,T ]

Timestamp on edge e ∈ E : most common
τ(e) ∈ [0,T ], or as common input format:
e = (u, v , t) with u, v ∈ V and t ∈ [0,T ]
u v t as line contents of an edge list file
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Temporal/dynamic networks and snapshots

Temporal network: network in which each edge e has a timestamp
τ(e), the moment it appears; once added, edges remain

Dynamic network: network in which edges (and nodes) can appear
and also disappear again; each edge has one or more intervals during
which it is active, usually stored as edge attributes

Snapshot: the network as it is at time t

Cumulative snapshot G≤t : edges with τ(e) ≤ t most common
Sliding window snapshot G(t−∆,t] of width ∆: only edges with
t −∆ < τ(e) ≤ t
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Levels of network evolution

Microscopic (local)

Macroscopic (global)
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Microscopic evolution

Node-based investigation of evolution

Analysis of four online social networks: Delicious, Flickr,
LinkedIn and Yahoo! Answers

Other than degree, preferential attachment can also be based on node
age and the number of hops (distance before link is created)

Derive model based on these properties

Leskovec et al., Microscopic Evolution of Social Networks, in Proceedings of KDD, pp. 462–470, 2008.
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Datasets

Frank Takes — SNACS — Lecture 7 — Network evolution and sampling 23 / 67



Preferential attachment (recap)

Preferential attachment (PA)

Cumulative advantage

Rich get richer

Figure: PA: target node based on degree (a), graph formed through PA (b).
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Preferential attachment: degree
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Preferential attachment: age
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Triadic closure
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Preferential attachment: hops
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Microscopic evolution model

Node arrival and lifetime determined using function (based on derived
exponential distribution)

Node goes to sleep for a time gap, length again sampled from a
derived distribution

Node wakes up to create an edge using (adjusted) triangle closing
model and goes to sleep

Sleep time gets shorter as the degree of a node increases

Node dies after lifetime is reached

Leskovec et al., Microscopic Evolution of Social Networks, in Proceedings of KDD, pp. 462–470, 2008.
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Link prediction

Predict “next friendship” to be formed (topic will be covered later)

Liben-Nowell et al., The Link Prediction Problem for Social Networks, in Proceedings of CIKM, pp. 556–559, 2003.
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Levels of network evolution

Microscopic (local)

Macroscopic (global)

Frank Takes — SNACS — Lecture 7 — Network evolution and sampling 31 / 67



Macroscopic evolution

Look at evolution of network as a whole

Observe different characteristic graph properties

Leskovec et al., Graph Evolution: Densification and Shrinking Diameters, in TKDD 1(1): 2, 2007.
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Enron
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Macroscopic patterns

Densification: density increases over time

The fraction of nodes in the giant component grows over time

Shrinking average distance: d ∼ log(n) does not hold over time

Shrinking effective diameter

Effective diameter δ0.9: path length such that 90% of all connected
node pairs are at distance δ0.9 or less
Diameter: longest shortest path length
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Effective diameter
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Effective diameter
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Giant component
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Densification
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Measurement error
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Using real data to construct networks

Real-world data is messy

Zachary’s karate club
Nodes: 34 members of a karate
club
Edges: members who interacted
outside the club
Club split after conflict between
coach and president

77 or 78 edges? The adjacency
matrix in the original paper is not
symmetric

786 the atlas for the aspiring network scientist

President

Coach

Figure 53.4: The Zachary Karate
Club network. I label the nodes
representing the coach and
the president. The node color
indicates whom the member
followed after the club split up.

65 https://www.zazzle.co.uk/

zachary_karate_club_with_label_

t_shirt-235415254499870147, the label
says: “If your method doesn’t work on
this network, then go home”.
66 https://networkkarate.tumblr.com/

67 https://netscisociety.net/

award-prizes/er-prize
68 https://netscisociety.net/

award-prizes/euler-award

69 Donald Ervin Knuth. The Stanford
GraphBase: a platform for combinatorial
computing. AcM Press New York, 1993

70 https://bost.ocks.org/mike/

miserables/

71 https://figshare.com/articles/

American_College_Football_Network_

Files/93179

van used for their paper, which arguably launched the Karate Club
network in the Olympus of network science.

Network scientists are obsessed with this network. It has its own
t-shirt65. They even created the Zachary Karate Club Club66: the club
of network scientists who are the first using the Zachary network as
an example in their presentation at a network science conference. If
you do so, you become the current holder of the Zachary Karate Club
Trophy and you are responsible for handing it at the next conference
you attend. This is fiercely competitive, and often you’ll see this prize
awarded at satellites events happening before the conference itself,
because people will use the network as an example as soon as they
can, to get their hands on the trophy.

The Network Science Society hands many prestigious awards: the
Erdős-Rényi prize67, to the career of the most outstanding network
scientist under the age of forty; or the Euler award68, to the authors
of paradigm-changing publications in network science. But don’t get
fooled. The Zachary Karate Club Trophy is where it’s at.

Another commonly used network is the one obtained from Victor
Hugo’s novel Les Miserables69. In the network, each node is a char-
acter, and two characters are connected together if they appear in
the same chapter. Also in this case the classical application is for
community discovery, given that there are sets of characters closely
interacting with each other that never appear in chapters with other
groups of characters. Figure 53.5 shows an example. This is one of
those graphs that even non-network scientist would use for examples
related to other fields, for instance data visualization70. The likely
reason is the inclusion of this network in Knuth’s popular book.

The college football network71 is another network commonly
used for community discovery – I’m sensing a pattern here. Figure
53.6 shows it. The reason it works well is due to the way sports

Figure: Zachary’s karate club; node
color shows which side each member
joined after the split.

Zachary, An information flow model for conflict and fission in small groups, Journal of Anthropological Research 33(4):
452–473, 1977.
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Measurement errors in networks

1 Missing nodes/edges: entities or relations that exist, but were not
recorded (false negatives)

2 Additional nodes/edges: recorded entities or relations that do not
exist (false positives)

3 Duplicated nodes: one entity split into multiple nodes, e.g., an actor
who also uses a pseudonym

4 Aggregated nodes: multiple entities merged into one node, e.g., a
band instead of its musicians

5 Misestimated features: wrong edge weight or direction, or wrong
node or edge attributes
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5 Misestimated features: wrong edge weight or direction, or wrong
node or edge attributes
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Measurement errors in networks
uncertainty & measurement error 397

Figure 28.1: A network with all
sorts of errors. Correct features
are in green, errors are in red.

akin to having false negatives in your data. In Figure 28.1 you
can see a node with a dashed red outline that we missed, and its
corresponding red dashed edge – we missed that too;

• Additional nodes/edges: reporting entities or connections that
don’t actually exist. This is instead more similar to have false
positives. In Figure 28.1, those would be the solid red nodes and
edges;

• Duplicated nodes: an entity might exist, but it has been mistakenly
split in two nodes. For instance, if you are making a network of
actors, you might not know that the same actor might act under
different pseudonyms. In Figure 28.1, the solid red node could be
a duplicate of one of the green nodes;

• Aggregated nodes: it is possible to mistakenly think of a group
of distinct entities as a single one. For instance, a music group
might be reported as a single entity, even if we are interested
in individual artists. In Figure 28.1, we have a big node with
three green nodes in them: we didn’t see the green nodes and
mistakenly thought they were the red one (who appears to be very
shocked by this);

• Misestimated node/edge features: the edge might exist, but in a
weighted network we might be unsure about the actual strength
of the relationship; in a directed network we may have gotten
the direction wrong; or nodes and/or edge attributes might be
incorrect. In Figure 28.1, there is a directed edge that does exist,
but its arrowhead is red, because we got the direction wrong.

So what do you do when these things happen in your network?
We’re mostly focusing here on presence/absence of edges, because
that’s the case in which network techniques are most useful. As
mentioned before, some of these problems can be tackled with non-
network techniques, such as when you need to disambiguate nodes.

Figure: A network with all types of measurement error. Correct nodes and edges
are green, errors are red: a missing node and edge (dashed), an additional node
and edges (solid red), an aggregated node hiding three nodes (large), and an edge
with the wrong direction (red arrowhead).
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Dealing with measurement error

At least two approaches:

1 Probabilistic networks: model the uncertainty in the network itself
2 Assessing robustness empirically: measure how much errors affect

the outcome
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Probabilistic networks

Probabilistic network G = (V ,E ,Π):
each edge (u, v) ∈ E exists with
probability pu,v

Each edge exists or not: 2|E | possible
worlds, each with its own probability

Compute a property in each world and
weigh it by the world’s probability: a
distribution instead of a single number

uncertainty & measurement error 401
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41

2
Figure 28.4: A probabilistic
network. The edge label indi-
cates the edge’s probability of
existing.

19 Yongxin Tong, Xiaofei Zhang,
Caleb Chen Cao, and Lei Chen. Ef-
ficient probabilistic supergraph search
over large uncertain graphs. In CIKM,
pages 809–818, 2014

20 Francesco Bonchi, Francesco Gullo,
Andreas Kaltenbrunner, and Yana
Volkovich. Core decomposition of
uncertain graphs. In SIGKDD, pages
1316–1325, 2014

21 Xiaofeng Gao, Zhiyin Chen, Fan Wu,
and Guihai Chen. Energy efficient
algorithms for k-sink minimum move-
ment target coverage problem in mobile
sensor network. IEEE/ACM Transactions
on Networking, 25(6):3616–3627, 2017

22 Sriganesh Srihari and Hon Wai Leong.
A survey of computational methods
for protein complex prediction from
protein interaction networks. Journal of
bioinformatics and computational biology,
11(02):1230002, 2013

23 Michalis Potamias, Francesco Bonchi,
Aristides Gionis, and George Kollios. K-
nearest neighbors in uncertain graphs.
Proceedings of the VLDB Endowment, 3

(1-2):997–1008, 2010

24 Takayasu Fushimi, Kazumi Saito,
Tetsuo Ikeda, and Kazuhiro Kazama. A
new group centrality measure for max-
imizing the connectedness of network
under uncertain connectivity. In Complex
Networks and Their Applications VII:
Volume 1 Proceedings The 7th International
Conference on Complex Networks and Their
Applications COMPLEX NETWORKS
2018 7, pages 3–14. Springer, 2019

25 George Kollios, Michalis Potamias,
and Evimaria Terzi. Clustering large
probabilistic graphs. IEEE Transactions
on Knowledge and Data Engineering, 25(2):
325–336, 2011

26 Lin Liu, Ruoming Jin, Charu Ag-
garwal, and Yelong Shen. Reliable
clustering on uncertain graphs. In 2012
IEEE 12th international conference on data
mining, pages 459–468. IEEE, 2012

Of course the models can be more complex than simply attach-
ing a probability to edges (what about nodes19? What about edge
weights20?), but to preserve our mental sanity we’ll go with this
simpler example and then it’s up to you if you want to go down this
specific rabbit hole. It’s worth reiterating a difference between prob-
abilistic network analysis and network backboning: in the latter we
want to remove spurious edges, here we want to use all the informa-
tion we have and integrate it in the analysis, no matter how unlikely
an edge is to exist.

Probabilistic networks have been used in many different fields
from mobility sensors21, to protein-protein interactions in biology22.
They have been used to extend the k nearest neighbor algorithm
to work with probabilities23 and, as we’ll see, to estimate centrality
measures for road networks24, and communities25,26 (of course).

The naive approach to deal with probabilistic networks would be
to realize that each edge (u, v) can either exist or not. So you could
create two “possible worlds”, which is to say two alternative net-
works, one with the edge and one without. The first has likelihood
pu,v (because the edge exists) and the other has likelihood 1− pu,v

(because the edge doesn’t exist). These likelihoods act as a sort of
weight. For instance, if you’re absolute certain about the existence
of an edge (pu,v = 1) the network in which that edge doesn’t exist
isn’t considered in the degree distribution calculation, because that
possible world happens with probability zero.

The problem with this naive approach is that you need to do this
for each edge. In a network with |E| edges, you have 2|E| possible
worlds, with each possible combination of edges existing or not
existing. This can (and will) get out of hand pretty quickly. Even the
simple network in Figure 28.4(a) will generate the monstrous amount
of possible worlds I show in Figure 28.5 – and here I omit all possible
words with p = 0, for instance the one connecting only node 1 to
node 4.

Looking at Figure 28.5, it is immediately obvious that one cannot
compute all possible worlds for networks beyond a trivial size. Even
if one could do it, it would still be a bad idea. What do you do
when your analysis is by itself already expensive to calculate on a
single network – as is the case, for instance, for the calculation of the

Figure: Edge labels give the
probability that the edge
exists.
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Assessing robustness empirically

Input: a network and a network analysis task, e.g., ranking nodes by
centrality or detecting communities

Perturb the network by introducing one of the five types of
measurement error, e.g., remove 10% of the edges at random

Perform the task on both the original and the perturbed network

Check whether the results remain the same, e.g., the overlap of the
top-k nodes or the similarity of the partitions

Repeat for different error types and amounts of error: how much error
can the result tolerate before metric values change too much?
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Network sampling

Frank Takes — SNACS — Lecture 7 — Network evolution and sampling 46 / 67



The sampling conundrum

29
Network Sampling

Sometimes, having a good edge induction or network backboning
technique still doesn’t help you. Sometimes you’re observing a
network directly and it’s just a hairball. In these cases, it’s useful to
make a step back and consider that the act of observation in itself is
not neutral. We decide what to focus on, whether we do it because
of our interests, or simply because of data availability. If we could
zoom out, we would see the structure, as Figure 29.1 shows. When
you’re unable or unwilling to look at the entire network you have to
perform network sampling.

(a) (b)

Figure 29.1: A representation
of the sampling conundrum.
(a) The sample you’re able to
observe looks like a hairball,
with everything connected with
everything else. (b) Zooming
out to the whole structure
shows a different story, with a
clear community structure we
could not observe due to the
improper sample.

“Network sampling” means to extract from your network a
smaller version of it. This smaller version, the sample, should be
a representative subset of the data. By “representative” we mean that
the property you’re interested in studying should be more or less the
same in the sample as in the network at large. For instance, if you’re
interested in estimating the clustering coefficient, extracting the only
triangle from a large network which otherwise has none wouldn’t be
a good sampling. The sample’s clustering is one, while the network
at large has a clustering approaching to zero. Put it in other words, a
proper network sampling will ensure that the tiny sliver you observe
is carrying the properties of the whole structure you’re interested in.
Sampling can be extremely important also in new emerging scenarios,
as it is fundamental for some types of graph neural networks to be
able to deal with gigantic graphs (Section 45.5).

Figure: (a) The sample we are able to observe looks like a clique-ish hairball. (b)
The full network has a clear community structure that the sample hides.
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Why sample?
network sampling 413

~330M monthly users
~1.1m per user

~21.78B seconds

~690 years

1 year of 
crawling

Figure 29.2: The gray circle
represents the set of users in
Twitter. Given the platform’s
API constraints, a non-stop
one-year crawl of the Twitter
network would yield the set of
nodes encompassed by the red
circle.
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unbiased sampling of osns. In 2010
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2 Minas Gjoka, Maciej Kurant, Carter T
Butts, and Athina Markopoulou.
Practical recommendations on crawling
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1872–1892, 2011

3 Anirban Dasgupta, Ravi Kumar, and
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Proceedings of the 18th ACM SIGKDD
international conference on Knowledge
discovery and data mining, pages 235–243.
ACM, 2012

4 Neli Blagus, Lovro Šubelj, and Marko
Bajec. Empirical comparison of network
sampling techniques. arXiv preprint
arXiv:1506.02449, 2015

5 Daniel Stutzbach, Reza Rejaie, Nick
Duffield, Subhabrata Sen, and Walter
Willinger. Sampling techniques for
large, dynamic graphs. In Proceedings
IEEE INFOCOM 2006. 25TH IEEE
International Conference on Computer
Communications, pages 1–6. IEEE, 2006

6 Amir H Rasti, Mojtaba Torkjazi, Reza
Rejaie, D Stutzbach, N Duffield, and
W Willinger. Evaluating sampling
techniques for large dynamic graphs.
Univ. Oregon, Tech. Rep. CIS-TR-08, 1,
2008

7 Nesreen K Ahmed, Jennifer Neville,
and Ramana Kompella. Network
sampling: From static to streaming
graphs. ACM Transactions on Knowledge
Discovery from Data (TKDD), 8(2):7, 2014

To put in perspective how bad the problem is, consider Twitter. As
of writing this paragraph, Twitter has more than 300 million active
users. According to its API, it takes a bit more than a minute on
average to fully know the connections of a user. This means that it
takes more than 20 billion seconds to crawl the entirety of Twitter,
or just a bit less than 700 years. If you were to crawl constantly for
one year, you’d get a bit more than 0.1% of Twitter. If you’re a visual
thinker, Figure 29.2 shows a depiction of the fact I just narrated. You
can understand that what ends up in your 0.1% has to be the best
possible representation of the whole, and thus it has to be chosen
carefully.

We already saw some ways to explore a graph: BFS and DFS
(Section 13.1). They are reasonable ways to explore a graph, but their
underlying assumption is that, eventually, they will cover the entire
network. Here we focus on a slightly different perspective. We don’t
want the entire network: we want to prevent biases to creep into our
sample.

We can classify network sampling strategies – in the broadest
terms possible – as induced and topological techniques. These are
the focus of the next sections. What I’m writing is based on review
works on network sampling1,2,3,4. I’m going to mostly focus on
the case in which the sampled network is stable, or it is evolving
too slowly to make any significant difference during the sampling
procedure. There are specialized methods to sample graphs when
this assumption is not true. For instance streaming or evolving
graphs, whose properties might significantly change as you explore
them5,6,7.

Nowadays, you rarely want to sample a large graph that you
fully own. We have enough computing and storing capabilities to

Figure: All Twitter users (gray circle) versus what a non-stop one-year crawl
under the API rate limits would collect (tiny red circle): crawling everything
would take about 690 years.
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Network sampling

Network sampling: to extract from your network of n nodes a
smaller version with ns nodes that is a representative subset of the
data

Relevant structural network properties should be preserved: the
property you study should be roughly the same in the sample as in
the full network

Sample size ns << n

Two approaches:

1 Induced sampling techniques: specify the elements (nodes or edges)
that must be in the sample, then collect everything directly connected
to them

2 Topological sampling techniques: start from a seed node and
explore the network along its edges, possibly far away from the seed
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Induced sampling

Induced subgraph: a subset of the nodes plus all edges between
them (remember?)

1 Node-induced sampling: choose a set of nodes, e.g., uniformly at
random, and collect all their neighbors

Problems: multiple components and most nodes have a low degree, so
hubs are underrepresented

2 Edge-induced sampling: choose a set of edges, e.g., uniformly at
random, and collect their nodes and neighbors

Counteracts the degree bias of node-induced sampling: a random edge
is likely attached to a hub
Impractical: APIs rarely let you start from a random edge

Frank Takes — SNACS — Lecture 7 — Network evolution and sampling 50 / 67



Induced sampling

Induced subgraph: a subset of the nodes plus all edges between
them (remember?)

1 Node-induced sampling: choose a set of nodes, e.g., uniformly at
random, and collect all their neighbors

Problems: multiple components and most nodes have a low degree, so
hubs are underrepresented

2 Edge-induced sampling: choose a set of edges, e.g., uniformly at
random, and collect their nodes and neighbors

Counteracts the degree bias of node-induced sampling: a random edge
is likely attached to a hub
Impractical: APIs rarely let you start from a random edge

Frank Takes — SNACS — Lecture 7 — Network evolution and sampling 50 / 67



Induced sampling

Induced subgraph: a subset of the nodes plus all edges between
them (remember?)

1 Node-induced sampling: choose a set of nodes, e.g., uniformly at
random, and collect all their neighbors

Problems: multiple components and most nodes have a low degree, so
hubs are underrepresented

2 Edge-induced sampling: choose a set of edges, e.g., uniformly at
random, and collect their nodes and neighbors

Counteracts the degree bias of node-induced sampling: a random edge
is likely attached to a hub
Impractical: APIs rarely let you start from a random edge

Frank Takes — SNACS — Lecture 7 — Network evolution and sampling 50 / 67



Induced sampling
network sampling 415

(a) (b)

Figure 29.3: (a) A graph with
a thousand nodes. I select uni-
formly at random 1% of the
nodes, in green. I then induce a
graph with the selected nodes,
all their neighbors, and all con-
nections between them. (b) The
resulting node-induced graph.

other scenarios, and has its advantages. If the properties you’re
interested in studying are normally distributed in your population,
a large enough random sample will be representative. However,
when it comes to real world networks, such expectation might not be
accurate. For two reasons.

First, if your network is large – and if your network isn’t large why
the heck are you sampling it? – choosing node IDs at random might
end up reconstructing a disconnected sample. The likelihood of two
random nodes – or their neighbors – being connected is stupidly
low. Figure 29.3 shows an example of this issue. Even with a very
generous 1% random node sampling – which, in the Twitter example
I made earlier, would mean three million nodes! – the resulting node-
induced graph breaks down in multiple components. This might not
be a problem but, usually, large social networks are connected. Thus
ending up with a disconnected network, by definition, will mean that
you don’t have a representative sample.

Second, one of the properties most network scientists are inter-
ested in is the degree distribution. The degree distribution is emphat-
ically not distributed normally in your population (Section 9.3). Thus,
a random node-induced sample is unlikely to fairly represent the
hubs in your network.

Standard solutions for these two issues are simple. One can weight
their samples. Nodes are more likely to be extracted and be part of
the sample if they have a higher degree or PageRank. However, this
requires knowing this information in advance, which is not feasible if
you’re crawling your network from an API system.

Edge Induced

Another way to generate induced samples is to focus on edges rather
than nodes. This means selecting edges in a network and then crawl

Figure: Node-induced sampling. (a) A network with 1,000 nodes, of which 1% is
selected uniformly at random (green). (b) The induced graph of the selected
nodes, their neighbors and all edges between them.

Frank Takes — SNACS — Lecture 7 — Network evolution and sampling 51 / 67



Topological sampling

Topological sampling starts from a single seed node and explores the
graph along its edges, possibly far from the seed

Several approaches:

1 Snowball sampling BFS variant
2 Forest fire sampling BFS variant
3 Random walk sampling random walk
4 Metropolis–Hastings random walk random walk variant
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Snowball sampling

Snowball sampling: BFS with a cap of k neighbors per node until
sample size ns is reached

Start from a seed node and ask it to name k of its neighbors (not all
of them). Ask each newly named node the same question, in BFS
order

Reaches hubs, but each node reports at most k neighbors: the
sampled degree distribution gets an unrealistic sharp cutoff

One query per sampled node, returning at most k edges: O(k · ns) for
a sample of ns nodes
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Snowball sampling

network sampling 417

14 Leo A Goodman. Snowball sampling.
The annals of mathematical statistics,
pages 148–170, 1961

15 Patrick Biernacki and Dan Waldorf.
Snowball sampling: Problems and
techniques of chain referral sampling.
Sociological methods & research, 10(2):
141–163, 1981

useful way to organize this chapter.

Snowball

In Snowball sampling we start by taking an individual and asking
her to reveal k of her connections14,15. She might have more than k
friends, but we only take k. Then, we use these new individuals and
we ask them the same question: to name k friends. We do so with
a BFS strategy. In practice, Snowball is BFS, but imposing a cap in
the number of connections we collect at a time: k. Figure 29.4 depicts
the process. Note that k is not the maximum degree of the network,
because a node might be mentioned by more than k neighbors, if they
have them.

Name k
of your
friends

Name k
of your
friends

Figure 29.4: Snowball sampling.
Your sampler (blue) starts
from a seed (red) and asks for
k = 3 connections. Red names
their green friends, but not
the gray ones. The interviewer
then recursively asks the same
question to each of the newly
sampled green individuals. If
no one ever mentions the gray
ones, those are not sampled and
won’t be part of the network.

Snowball has some advantages. It is cheap to perform in the
real world, where the cost of identifying nodes is high, because the
nodes identify themselves as a part of the survey process. This is less
relevant for social media, where node discovery is relatively easy.
Snowball has a smaller degree bias: with the “nominate-a-friend”
strategy we’re likely to encounter hubs. However, their degree is
somewhat capped, since they can only name k of their friends, rather
than the full list. This generates weird degree distributions with a
sharp cutoff, which aren’t very realistic.

When it comes to sampling from social media, Snowball has a
surprising advantage. It works well with pagination: in API systems,
when you ask the connections of a node, you rarely get all of them.
Social media paginate results, so you only get k connections at a time.
With Snowball you can easily decide the maximum number of pages
you want.

Figure: Snowball sampling. The sampler (blue) asks the seed (red) for k = 3 of its
neighbors: these (green) are explored next in BFS order, the others (gray) are not.
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Forest fire sampling

Forest fire sampling: BFS in which each neighbor is explored only
with burning probability p until sample size ns is reached

Start from a seed node and ask it for all its neighbors. Each neighbor
“burns” (is explored next, in BFS order) with probability p; otherwise
it is skipped and ignored

Problem: with a low p the fire can die out before the budget is used
up

Advantage: clustering is estimated well

Leskovec and Faloutsos, Sampling from large graphs, KDD, 631–636, 2006.
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Forest fire sampling

418 the atlas for the aspiring network scientist

16 Jure Leskovec and Christos Faloutsos.
Sampling from large graphs. In
Proceedings of the 12th ACM SIGKDD
international conference on Knowledge
discovery and data mining, pages 631–636.
ACM, 2006

Forest Fire

In Forest Fire, like in Snowball, the base exploration is a BFS. How-
ever, once we get all neighbors of a node, we do not explore them
all. Instead, for each of them, we flip a coin and we explore the node
only with probability p. The advantage of Forest Fire is usually
linked with a proper estimation of the clustering coefficient of the
network, since with a BFS we would overestimate it – because we
fully explore the neighborhood of nodes16.

Name
all your
friends

Name
all your
friends Figure 29.5: Forest fire sam-

pling. Your sampler (blue)
starts from a seed (red) and
asks for all the connections a
node. If the probability test
succeeds, the neighbor turns
green and is also explored. If it
fails, the neighbor remains gray
and is not explored further.

Figure 29.5 provides an example. After sampling a node and
getting all its neighbors, we continue the BFS exploration. But, before
sampling the neighbors of a neighbor, we flip a coin. If the test fails,
we skip the neighbor and we go to the next one. Usually, one won’t
try to visit again the neighbors that have been skipped.

Forest Fire has an interesting relationship with your sampling
budget. Usually, you’re in a scenario in which you have a limited
amount of resources to gather your network – normally, the time it
takes to perform the crawl. Assuming your network is sufficiently
large, all sampling methods seen so far will eventually use up all
your budget. However, if you set p sufficiently low, you might end
up in a situation where your Forest Fire crawl ends before you used
up your budget. In this case you have to decide whether you want to
stop your crawl and forgo the rest of your budget, or you’re allowed
to re-visit skipped nodes. The decision should be made depending
on what’s most important to keep: if the sample’s topological proper-
ties are paramount, you cannot re-visit skipped nodes and you will
have to make peace with having wasted part of your budget.

Figure: Forest fire sampling. The seed (red) names all its neighbors; each
neighbor is explored only if a coin flip with the burn probability succeeds (green).
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Random walk sampling

Random walk sampling: sample the nodes visited by a random
walk, until a total budget (sample size ns) is used up

Start from a seed node (red) and repeatedly move to one of its
neighbors, chosen uniformly at random (green).

To avoid getting “stuck”, incorporate random jumps

Degree bias: higher degree nodes visited more often

network sampling 419

29.3 Random Walk

The random walk sampling family does exactly what you would
expect it to do given its name: it performs a random walk on the
graph, sampling the nodes it encounters. After all, if random walks
are so powerful and we can use them for ranking nodes (Section
14.4) or projecting bipartite networks (Section 26.5), why can’t we use
them for sampling too? I’ll start by explaining the simplest approach
and its problems, moving into sophisticated variants that address its
downsides.

Vanilla

In Random Walk (RW) sampling, we take an individual and we ask
them to name one of their friends at random. Then we do the same
with her and so on. Figure 29.6 shows the usual vignette applied to
this strategy.

Name 1
of your
friends

Name 1
of your
friends

Figure 29.6: Random walk
sampling. Your sampler (blue)
starts from a seed (red) and
asks for all the connections a
node (green + gray). One of the
neighbors is picked at random
and becomes the new seed
(green) and, when asked, will
name another green node to
become the new seed.

This is an easy approach which can be very effective, but it has
problems. First, you might end up trapped in an area of the network
where you already explored all nodes, thus unable to find new ones.
This can be easily solved by allowing a random teleportation prob-
ability, just like PageRank does to avoid being stuck in a connected
component of the network.

More importantly, RW sampling has a degree bias. Remember the
stationary distribution (Section 11.1): the probability of ending in a
node with a random walk is known and constant no matter where we
started. And the stationary distribution has a 1-to-1 correspondence
to the degree. This means that high degree nodes are very likely
to be sampled, while low degree nodes not so much. Thus, with
RW, your sample is not representative – at least when it comes to

Figure: Random walk sampling.
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Metropolis–Hastings random walk

Metropolis–Hastings random walk (MHRW): random walk
sampling in which a move to a higher-degree neighbor may be
rejected, until sample size ns is reached

At current node v , pick a neighbor u uniformly at random and

Accept the move with probability min(1, deg(v)/deg(u)); moves to
lower-degree nodes are always accepted!
If u is rejected, try another neighbor.

Example: a move from degree 3 to degree 100 is accepted with
probability 3%

No degree bias

Rejected proposals also use budget: more queries than a plain random
walk for the same ns
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Metropolis–Hastings random walk
network sampling 421

v

Name 1
of your
friends

u

Mmm…
Name

another

Figure 29.7: Metropolis-
Hastings Random Walk sam-
pling. Your sampler (blue)
starts from a seed (red) and
asks for all the connections
a node (green + gray). One
of the neighbors is picked at
random and we attempt to
make it the new seed (green).
However, since u has so many
connections, it is likely that the
sampler will ask for a different
neighbor.

22 Matthew J Salganik and Douglas D
Heckathorn. Sampling and estimation in
hidden populations using respondent-
driven sampling. Sociological methodology,
34(1):193–240, 2004

23 Amir Hassan Rasti, Mojtaba Tork-
jazi, Reza Rejaie, Nick Duffield, Wal-
ter Willinger, and Daniel Stutzbach.
Respondent-driven sampling for charac-
terizing unstructured overlays. In IEEE
INFOCOM 2009, pages 2701–2705. IEEE,
2009

24 H Russell Bernard and Harvey Rus-
sell Bernard. Social research methods:
Qualitative and quantitative approaches.
Sage, 2013

will generate a uniform stationary distribution. Figure 29.7 shows the
mental process of our Metropolis-Hastings sampler.

Re-Weighted

In Re-Weighted Random Walk (RWRW) we take a different approach.
We don’t modify the way the random walk is performed. We extract
the sample using a vanilla random walk. What we modify is the way
we look at it. Once we’re done exploring the network, we correct the
result for the property of interest22,23. Say we are interested in the
degree. We want to know the probability of a node to have degree
equal to i. We correct the observation with the following formula:

pi =

∑
v∈Vi

i−1

∑
v′∈V

x−1
v′

.

The formula tells us the probability of a node to have degree equal
to i (pi). This is the sum of i−1 – the inverse of the value – for all
nodes in the sample with degree i (Vi), over 1/ degree (x−1

v′ ) of all
nodes in the sample (V). This is also known as Respondent-Driven
Survey24, because it is used in sociology to correct for biases in the
sample when the properties of interest are rare and non-randomly
distributed throughout the population. Figure 29.8 attempts to break
down all parts of the formula.

Let’s make an example. Suppose you want to estimate the proba-
bility of a node to have degree i = 2. First, you perform your vanilla
random walk sample. Say you extracted 100 nodes. Twenty of those
nodes have degree equal to two. So your numerator in the formula
will be the sum of i−1 = 1/2 for |Vi| = 20 times: 20 ∗ 1/2 = 10. If
we assume that there were 50 nodes of degree 1, 10 of degree 3, 8 of

Figure: Metropolis–Hastings random walk (MHRW). A move from v to a
high-degree neighbor u is accepted only with probability deg(v)/deg(u), which
removes the walk’s bias towards hubs.
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Comparison of algorithmsnetwork sampling 425

(a) BFS (b) DFS (c) Snowball

(d) Random Walk (e) MHRW (f) Forest Fire

Figure 29.10: Examples of how
different network sampling
strategies explore a given net-
work. Each node is labeled
with the order in which it is
explored. The node color shows
whether the node was sampled
(green) or not (red), assuming
a budget of 15 units and a con-
stant cost of 1 unit per node.
Snowball assumes n = 3 (un-
labeled nodes are not explored
due to this parametric restric-
tion), while Forest Fire has a
burn probability of .5.

31 Michele Coscia and Luca Rossi.
Benchmarking api costs of network
sampling strategies. In 2018 IEEE
International Conference on Big Data (Big
Data), pages 663–672. IEEE, 2018

nodes, the second policy is better: if they have 10 or less edges, we
can fully explore them with a single query, thus we’re going faster
because we have lower waiting times between nodes. In Figure 29.11,
we color in blue the part of the degree distribution for which this
holds true. If the node has a degree higher than 10, then the first
policy is better, because it requires to perform fewer queries, even if
they are spaced out more in time. In Figure 29.11, we color in purple
the part of the degree distribution for which this holds true.

The second policy is in theory 5 times slower than the first (10
edges/sec versus 50 edges/sec, on paper), however it will allow you
to crawl this network in half of the time31. This is because, in a broad
degree distribution, we have way more nodes with low degree – for
which the second policy is faster. In Figure 29.11, out of 500k nodes,
492k have degree of 10 or less.

You could conclude that the best API policy possible is the one
that gives you only one node at a time, imposing no waiting time
between requests. This is true only in theory. In practice there are a
few things you need to consider, which you can lump into the issue
of network latency. First, it still takes time for the information to
travel from the server to your computer. This is not exactly the speed
of light, so the requests will never be truly instantaneous. Second,
a server which gets hit too frequently with too many requests will
also naturally slow down, often in unpredictable ways. Thus some

Figure: Six sampling strategies on the same network with a budget of 15 nodes.
Labels give the exploration order; nodes are sampled (green) or not (red).
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Summary of sampling algorithms
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Snowball ✓ ✓
Forest fire ✓ ✓
Random walk ✓ ✓ *
Metropolis–Hastings random walk ✓ ✓ ✓ ✓ ?

* = with low teleportation
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Sampling from large graphs

Scale-down goal: sample has similar properties to original graph
(what we did so far)

Back-in-time goal: sample should looks like the graph did in the
past when it had ns nodes

Remember: densification, shrinking diameter, growing giant
component

Agreement between a property in sample and original graph:
Kolmogorov–Smirnov D-statistic D = maxx |F ′(x)− F (x)|, for
cumulative distributions F and F ′; lower is better

Leskovec and Faloutsos, Sampling from large graphs, KDD, 631–636, 2006.
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Back-in-time sampling
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Figure 2: Back-in-time sampling goal for HEP–PH citation graph. FF and RPN match well the true patterns.

Static patterns Scale-down Back-in-time
S1, S2: Degree distr. matches target G
S5, S6: Hop-plot scale with obeys

sample size evolution
S7: Singular vector same for top obeys evolution

components
S8: Singular values scale with scale with

sample size sample size
S9: Clustering coef. matches target obeys evolution

Temporal patterns
T1: DPL obeys evolution
T2: Diameter constant obeys evolution
T3: Fraction of CC constant obeys evolution
T5: Avg. clustering constant obeys evolution

Table 2: Empirical rules for scaling graph patterns

we mean by “realistic”? How do we measure the deviation
from realism? There seems to be no perfect single answer to
graph sampling. Depending on particular application and
properties one cares about a suitable algorithm is chosen.

The contributions of this work are the following:
• We propose the Back-in-time goal for sampling which

is better defined than the Scale-down sampling goal.
• We study a large variety of graph sampling algorithms.

Methods that do a combination of random node selection,
and a little of vicinity exploration give best samples. “Forest
Fire” is best performing sampling algorithm. Best results
are obtained with burning probability ≈0.7 for Scale-down,
and ≈0.2 for Back-in-time. This means that for Scale-down
larger fires exploring more of the node’s vicinity help, while
for Back-in-time smaller fires which explore less vicinity give
better results.

• We show that a 15% sample is usually enough, to
match the properties (S1–S9 and T1–T5) of the real graph.

• We recognize that no list of properties will ever be per-
fect. We give a long list of “realism criteria”, inspired from
our experience with social networks, citation networks and
communication networks. Our list is a significantly larger
superset of the lists of earlier work on graph sampling.

• We provide rules to scale-up the measurements from
the sample, to reach the measurements of the original graph.

Future work could focus on sampling from graphs with
weighted edges, as opposed to the current, zero-one weights,
as well as sampling on graphs with labeled edges. A different
direction would be to focus on sampling algorithms to esti-
mate a single property of the graph (e.g., diameter, number
of triads) and define precise estimators (scaling relations)
and evaluate their variance and bias.
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Figure 2: Back-in-time sampling goal for HEP–PH citation graph. FF and RPN match well the true patterns.
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S1, S2: Degree distr. matches target G
S5, S6: Hop-plot scale with obeys

sample size evolution
S7: Singular vector same for top obeys evolution

components
S8: Singular values scale with scale with

sample size sample size
S9: Clustering coef. matches target obeys evolution

Temporal patterns
T1: DPL obeys evolution
T2: Diameter constant obeys evolution
T3: Fraction of CC constant obeys evolution
T5: Avg. clustering constant obeys evolution

Table 2: Empirical rules for scaling graph patterns

we mean by “realistic”? How do we measure the deviation
from realism? There seems to be no perfect single answer to
graph sampling. Depending on particular application and
properties one cares about a suitable algorithm is chosen.

The contributions of this work are the following:
• We propose the Back-in-time goal for sampling which

is better defined than the Scale-down sampling goal.
• We study a large variety of graph sampling algorithms.

Methods that do a combination of random node selection,
and a little of vicinity exploration give best samples. “Forest
Fire” is best performing sampling algorithm. Best results
are obtained with burning probability ≈0.7 for Scale-down,
and ≈0.2 for Back-in-time. This means that for Scale-down
larger fires exploring more of the node’s vicinity help, while
for Back-in-time smaller fires which explore less vicinity give
better results.

• We show that a 15% sample is usually enough, to
match the properties (S1–S9 and T1–T5) of the real graph.

• We recognize that no list of properties will ever be per-
fect. We give a long list of “realism criteria”, inspired from
our experience with social networks, citation networks and
communication networks. Our list is a significantly larger
superset of the lists of earlier work on graph sampling.

• We provide rules to scale-up the measurements from
the sample, to reach the measurements of the original graph.

Future work could focus on sampling from graphs with
weighted edges, as opposed to the current, zero-one weights,
as well as sampling on graphs with labeled edges. A different
direction would be to focus on sampling algorithms to esti-
mate a single property of the graph (e.g., diameter, number
of triads) and define precise estimators (scaling relations)
and evaluate their variance and bias.
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Figure: Samples of a citation
network compared to the true
network as it grew over time
(“True”). Forest fire (FF) performs
well for (a) densification, (b)
shrinking diameter, (c) growing
giant component and (d)
clustering.

Leskovec and Faloutsos, Sampling from large graphs, KDD, 631–636, 2006.
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Sampling from large graphs: empirical findings

Scale-down goal: random walk based methods work best: biased
towards high-degree nodes, and the sample is connected

Back-in-time goal: forest fire works best (average D = 0.13)

The best burning probability for forest fire depends on the goal:

p ≈ 0.7 for scale-down: large fires that explore much of a node’s
vicinity
p ≈ 0.2 for back-in-time: small fires, closer to random node sampling

A sample of about 15% of the nodes is usually enough

No single best method: the choice depends on the goal and the
properties of interest

Leskovec and Faloutsos, Sampling from large graphs, KDD, 631–636, 2006.
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Assignment feedback

Please study and utilize detailed assignment feedback

Grade < 5.0: insufficient; compensate with extra assignment

Grade ≥ 5.5: sufficient

5.0 ≤ Grade < 5.5: insufficient, unless compensated with
Assignment 2 to average of two assignments ≥ 5.5

Questions? Ask your grader during the lab session (name present on
your graded work)
Use the feedback to your advantage in Assignment 2!
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Upcoming lab session and “Homework”

Practice session 2 in ANS

Get started with Assignment 2; remember you are allowed to work in
teams of exactly two students
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