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Networks
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Notation

Concept Symbol

Network (graph) G = (V ,E )

Nodes (objects, vertices, . . . ) V

Links (ties, relationships, . . . ) E

Directed — E ⊆ V × V — “links”
Undirected — “edges”

Number of nodes — |V | n

Number of edges — |E | m

Degree of node u deg(u)

Distance from node u to v d(u, v)
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Real-world networks

1 Sparse networks density

2 Fat-tailed power-law degree distribution degree

3 Giant component components

4 Low pairwise node-to-node distances distance

5 Many triangles clustering coefficient

Many examples: social networks, communication networks, citation
networks, collaboration networks, protein interaction networks,
information networks, webgraphs, financial networks, . . .
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Advanced concepts

Reciprocity

Complete graph, complement of a graph

Planar graph, lattice, regular graph

Tree and dag

Subgraphs

Ego network

Spanning trees

Diameter

Bridges

Power law exponent
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Centrality measures

Figure: Degree, closeness and betweenness centrality.

Source: “Centrality” by Claudio Rocchini, Wikipedia File:Centrality.svg
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Weak ties and strong ties
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After F. van Tubergen, Utrecht University
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Attribute assortativity

Figure: Attribute assortativity.

Image: Moya-Garćıa, A. et al. Identification of New Toxicity Mechanisms ... Genes, 13(7), 1292, 2022.
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Projection

→
Image: http://toreopsahl.com
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Subgraphs and cliques
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Subgraphs

Given a graph G = (V ,E ), there are two ways in which subgraphs are
commonly studied:

1 Subgraph G ′ = (V ′,E ′) with V ′ ⊆ V and E ′ ⊆ (E ∩ (V ′ × V ′))
(subset of the nodes and edges of the original network, commonly used
when defining communities or clusters)

Induced subgraph: subgraph with a set of nodes V ′ ⊆ V and all
edges between these nodes E ′ = (E ∩ (V ′ × V ′))

2 Subgraph G ′ = (V ,E ′) with E ′ ⊆ E
(alternative definition where only edges are left out, commonly used
when modelling network evolution; not today)

Frank Takes — SNACS — Lecture 4 — Community detection and Core/periphery structure 14 / 69



Subgraphs

Given a graph G = (V ,E ), there are two ways in which subgraphs are
commonly studied:

1 Subgraph G ′ = (V ′,E ′) with V ′ ⊆ V and E ′ ⊆ (E ∩ (V ′ × V ′))
(subset of the nodes and edges of the original network, commonly used
when defining communities or clusters)
Induced subgraph: subgraph with a set of nodes V ′ ⊆ V and all
edges between these nodes E ′ = (E ∩ (V ′ × V ′))

2 Subgraph G ′ = (V ,E ′) with E ′ ⊆ E
(alternative definition where only edges are left out, commonly used
when modelling network evolution; not today)

Frank Takes — SNACS — Lecture 4 — Community detection and Core/periphery structure 14 / 69



Subgraphs

Given a graph G = (V ,E ), there are two ways in which subgraphs are
commonly studied:

1 Subgraph G ′ = (V ′,E ′) with V ′ ⊆ V and E ′ ⊆ (E ∩ (V ′ × V ′))
(subset of the nodes and edges of the original network, commonly used
when defining communities or clusters)
Induced subgraph: subgraph with a set of nodes V ′ ⊆ V and all
edges between these nodes E ′ = (E ∩ (V ′ × V ′))

2 Subgraph G ′ = (V ,E ′) with E ′ ⊆ E
(alternative definition where only edges are left out, commonly used
when modelling network evolution; not today)

Frank Takes — SNACS — Lecture 4 — Community detection and Core/periphery structure 14 / 69



Subgraphs and cliques

Complete graph: graph with all edges present

Clique: complete subgraph

Maximal clique: complete subgraph of maximal size (cannot be
extended with another node)

Maximum clique: largest possible clique in the graph

Clique problem: find the maximum clique(s) of a graph
(one of Karp’s 21 NP-complete problems introduced in 1972)
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Subgraphs and cliques

v
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x

Subgraph V ′ = {t, v , y} is not complete

Subgraph V ′′ = {t, u} is complete and thus a clique of size 2

Subgraph V ′′′ = {t, u, v} is a maximal clique of size 3

Subgraph with V ′′′′ = {v ,w , x , z} is a maximum clique of size 4
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k-cliques

A k-clique is a subgraph of k nodes with all 1
2 · k · (k − 1) edges

present

An edge is a 2-clique, a triangle is a 3-clique

In bipartite graphs, we can have a biclique: all nodes of one type
connected to all nodes of the other

186 the atlas for the aspiring network scientist

clustering coefficient and can measure the presence of structural
holes around a node. The redundancy of node v is the average num-
ber of edges from a neighbor of v to the other neighbors of v. Con-
sidering again Figure 12.8, one can calculate the redundancy of node
1. It has 4 neighbors, so that’s the denominator. Nodes 2 and 4 are
connected with only one of node 1’s neighbors. Node 3 is connected
with two neighbors of node 1. Finally, node 5’s degree with node 1’s
neighbors is zero. Putting everything together: (1 + 1 + 2 + 0)/4 = 1.

De facto, local clustering is a normalized redundancy. If Rv is the
redundancy, then CCv = Rv/(kv − 1) – redundancy can be at most
kv − 1 because a neighbor of v can only connect to that many other
neighbors of v, it cannot connect with itself, hence the minus one.

12.3 Cliques

When it comes to clustering and density, you cannot do any better
than having all possible edges among the nodes in your network.
A network will contain many subsets of nodes for which this is
true: you pick k nodes in the network and all possible connections
among them are present. This happens often in social networks:
these complete graphs – as we call them – represent tightly knit
groups of friends. They also get a special name: cliques.

(a) 2-clique. (b) 3-clique. (c) 4-clique. (d) 3,2-clique.

Figure 12.9: The clique zoo.

Formally, the definition of a clique is a subgraph of k nodes and
k(k − 1)/2 edges – assuming we’re in the usual case of undirected
unipartite networks. The most general way to refer to a clique of
size k is by calling it a k-clique. So an edge, which is a clique of size
two, is a 2-clique (Figure 12.9(a)). A clique with three nodes is a 3-
clique (Figure 12.9(b)), with four nodes we have a 4-clique (Figure
12.9(c)) and, hopefully, you can generalize from that. A few cliques
get special names too, given to their popularity. We already named
the 3-clique in the previous section as a triangle.

The case of bipartite networks is a peculiar one worth mentioning.
As we know from Section 7.1, in bipartite graphs we’re not allowed
to connect nodes of the same type. So, when we define a clique as
a subset of nodes where “all possible connections among them are
present”, we mean something radically different in a bipartite net-
work. Here, we simply mean that all nodes of V1 type are connected

Figure: Different cliques.
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Independent sets

An independent set is the opposite of a clique: a set of nodes none
of which are connected to each other

Covering a graph with independent sets is the classical problem of
graph coloring

For example: how many colors do you need for a map such that no
two neighboring countries share a color?
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Community detection

Frank Takes — SNACS — Lecture 4 — Community detection and Core/periphery structure 19 / 69



Related: clustering

Image: KDnuggets - Clustering, 2009.
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From cliques to community detection

Source: J. Leskovec, Community detection workshop (1), 2014.
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Communities as partitions

Community: groups of nodes densely connected to each other and
sparsely connected to nodes outside the group

A partition assigns every node to exactly one community

In the adjacency matrix, communities are dense blocks on the
diagonal (if the matrix is ordered in a smart way)

492 the atlas for the aspiring network scientist

14 Satu Elisa Schaeffer. Graph clustering.
Computer science review, 1(1):27–64, 2007

15 Michele Coscia, Fosca Giannotti,
and Dino Pedreschi. A classification
for community discovery methods in
complex networks. SADM, 4(5):512–546,
2011
16 Fragkiskos D Malliaros and Michalis
Vazirgiannis. Clustering and community
detection in directed networks: A
survey. Physics Reports, 533(4):95–142,
2013
17 Nguyen Xuan Vinh, Julien Epps, and
James Bailey. Information theoretic
measures for clusterings comparison:
Variants, properties, normalization and
correction for chance. J. Mach. Learn. Res,
11(Oct):2837–2854, 2010
18 Vinh-Loc Dao, Cécile Bothorel, and
Philippe Lenca. Estimating the similarity
of community detection methods
based on cluster size distribution.
In International Workshop on Complex
Networks and their Applications, pages
183–194. Springer, 2018b
19 Vinh-Loc Dao, Cécile Bothorel, and
Philippe Lenca. Community structure:
A comparative evaluation of community
detection methods. arXiv preprint
arXiv:1812.06598, 2018a
20 Amir Ghasemian, Homa Hossein-
mardi, and Aaron Clauset. Evaluating
overfit and underfit in models of net-
work community structure. TKDE,
2019

21 Paul W Holland, Kathryn Blackmond
Laskey, and Samuel Leinhardt. Stochas-
tic blockmodels: First steps. Social
networks, 5(2):109–137, 1983

the concept of network communities came to be as we intend it today.
Later chapters will complicate the picture. Buckle up, this is going to
be a wild ride.

35.1 Stochastic Blockmodels

Classical Community Definition

When people started mapping complex systems as networks, they
realized that the edges didn’t distribute randomly across nodes. We
already saw that deviating from random expectation is a source of
interest when we talked about degree distributions (Section 9.2).
On top of the rich-get-richer effect, researchers realized that edges
distributed unevenly among different groups of nodes. Especially,
but not only, in social networks, there were lumps of connections,
separated by very sparse areas.

The ideal scenario is something resembling Figure 35.1(a). The nat-
ural next step was trying to see if we could separate these lumps of
connections into coherent groups: communities. This created the first
and most commonly accepted definition of a network community:

Communities are groups of nodes densely connected to each other and
sparsely connected to nodes outside the community.

I would call this the classical definition of a network community.
This definition can be attacked and deconstructed from multiple
parts but, for now, let’s accept it. Note that, for now, we assume that
a node can only be part of a single community. We use the term
“partition” to refer to the assignment of nodes to their community.

(a) (b)

Figure 35.1: (a) A representa-
tion of a classical ideal commu-
nity structure. I encode with
the node color the community
to which the node belongs. (b)
The adjacency matrix of (a).

In the early community discovery days21 – before we even had
coined the term “community” –, the main approach was using
stochastic blockmodels. We already introduced them in Section

Figure: Community structure (left) and corresponding adjacency matrix (right).
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Partitions vs. communities

J. Leskovec, Affiliation Network Models for Densely Overlapping Communities, MMDS 2012.
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Community detection

Figure: Communities: node subsets connected more strongly with each other.
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Community detection

Figure: Communities: node subsets connected more strongly with each other.
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The Belgian call graph

Nodes are cellphones, connected when they call each other often

Belgium: half the population speaks French and half speaks Dutch

In the capital, Brussels, both languages are spoken community evaluation 525

Oui?
Ja?

Figure 36.10: A simplification
of the Belgian cellphone call
graph, highlighting three com-
munities (with the dashed gray
outline).

43 William M Rand. Objective criteria
for the evaluation of clustering meth-
ods. Journal of the American Statistical
association, 66(336):846–850, 1971

44 Lawrence Hubert and Phipps Arabie.
Comparing partitions. Journal of
classification, 2(1):193–218, 1985

communities. Figure 36.10 shows an extreme simplification of that
(very large) graph.

Why was that the case? Why were there gigantic communities? It
all becomes clear when I tell you that the country they studied was
Belgium, where roughly half of the population is French-speaking
and the other half Dutch-speaking, and so they do not call each other.
The intersection in the middle is the capital Brussels, where the two
populations have to interact. Knowing which language you speak
should have almost a one-to-one correspondence with the network
community in this case.

How would you calculate such agreement? We can re-use a con-
cept we encountered early on: mutual information (Section 3.5). To
recap briefly: you can consider each node in the network as being
an entry in two vectors. In the first vector, the node is associated
with its metadata: the language the person speaks or whether she
lives in Brussels. In the second vector, the node is associated to its
community.

Mutual information tells you the number of bits of information
you gather about one vector by knowing the other vector. Figure
36.11 (a reprisal of Figure 3.14) should help you understanding what
mutual information means: having a set of rules that allow you to
infer the values in one vector by knowing the other with better-than-
chance odds. The Rand Index43,44 provides a similar measure, by
counting the number of node pairs agreeing between the community
partition and the ground truth, without the information theoretic
properties fo mutual information.

In Section 23.7 we used mutual information for link prediction,
meaning that we didn’t care much about comparing different net-
works, as everything happened in the same network. However, when
evaluating community partitions, you need a standardized yardstick

Figure: Belgian cellphone call graph.
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Community detection algorithms

Clique-based methods (inefficient; not covered)

Divisive algorithms

Modularity maximization algorithms

Label propagation

Stochastic Block Model (SBM; covered later)

Random walk-based approaches
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Remember from last week?
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Figure: Betweenness centrality reveals globally important criminals.
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Figure: Community detection finds groups of tightly connected criminals.
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Divisive algorithm: Girvan–Newman

Edge betweenness: fraction of shortest paths running through an
edge

The algorithm is divisive because it starts from the whole network
and repeatedly:

1 Computes the edge betweenness of every edge
2 Removes the edge with the highest value
3 Recomputes the betweenness of all remaining edges

The result is a dendrogram, cut at desired level, e.g., using a quality
measure Q (or stop early as Q diminishes)

One betweenness computation is O(mn), repeated for each of the m
removals makes O(m2n)

M. Girvan and M.E.J. Newman, Community structure in social and biological networks, in PNAS 99(12): 7821–7826, 2002.
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Girvan–Newman on a small example

Removal 1 deletes the edge (5, 6)

Removal 2 deletes the edge (10, 11)

etc.

1

2

3 4

5
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7

8 9

10

11
12

13

14
1

2

8 9 6 7 10 13 14 12 11 3 4 1 2 5

Q = 0.56

1
2

Figure: First two iterations (left) and corresponding dendrogram (right).
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Quality measure: Modularity

Modularity Q weighs the edges inside the communities against the
number expected if the edges were rewired at random:

Q =
1

2m

∑

u,v∈V

(
Auv −

deg(u) · deg(v)
2m

)
δ(cu, cv )

Auv = 1 if u and v are connected, and 0 otherwise
deg(u)·deg(v)

2m : how often u and v would be connected in a random
network with those same degrees

δ(cu, cv ) = 1 if u and v are in the same community, and 0 otherwise,
so only pairs inside a community count
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Modularity

Modularity compares the observed network with that of a network
with the same node and edge count and degrees, rewired at random

community evaluation 511

1 Mark EJ Newman. Modularity and
community structure in networks.
Proceedings of the national academy of
sciences, 103(23):8577–8582, 2006b

36.1 Modularity

As a Quality Measure

When it comes to functions evaluating the goodness of a commu-
nity partition using exclusively topological information, there is one
undisputed queen: modularity1. You shouldn’t be fooled by its popu-
larity: modularity has severe known issues that limits its usefulness.
We’ll get to those in the second half of this section.

Modularity is a measure following closely the classical definition
of community discovery. It is all about the internal density of your
communities. However, you cannot simply maximize internal density,
as the partition with the highest possible density is a degenerate one,
where you simply have one community per edge – two connected
nodes have, by definition, a density of one.

(a) (b)

Figure 36.1: (a) A network
with a community structure.
The node colors represent the
community partition. (b) A
configuration model of (a), pre-
serving the number of nodes,
edges, and degree distribution.
The blue outline identifies the
nodes that were grouped in the
blue community in (a).

Modularity solves this issue by comparing the observed network
with a random expectation. For instance, consider the network in
Figure 36.1(a). If we were to create a randomized version of it, it’d
look like the graph in Figure 36.1(b). In Figure 36.1(b), each node
has the very same degree that it has on the left. However, the edges
are shuffled around. It is clear that this random network has no
community structure. The difference between the two networks is
that the communities of nine nodes have many more links inside
them that any grouping of nine nodes in Figure 36.1(b).

At an abstract level, modularity is the comparison between the
observed number of edges inside a community and the expected
number of edges. The expectation is based on a null model of a ran-
dom graph with the same degree distribution as the observed graph
(i.e. a configuration model, Section 18.1). In Figure 36.1, we see that
this number is positive: there are more edges in the community struc-
ture network than in its randomized version. The blue community

Figure: Network with communities (left) and rewired network (right).

Resolution parameter r indicating how “tough” the algorithm should
look for communities

Algorithms for community detection optimize (maximize) modularity
score Q given some r (using local search, heuristics, hill climbing,
genetic algorithms or other optimization techniques)
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The domain of modularity

512 the atlas for the aspiring network scientist

in Figure 36.1(a) contains 36 edges – all communities in the figure
do. Picking those nodes from Figure 36.1(b) results in finding only 17
edges among them.

The domain of the modularity function is thus defined between
+1 and −0.5, as Figure 36.2 shows. A positive modularity happens
when our partition finds nodes whose number of edges exceeds null
expectation. When expectation exactly matches the number of edges
in our community partition, modularity is zero. You can achieve
negative modularity by trying to group nodes together that connect
to each other less than chance. This can be a reasonable scenario: for
instance, if you have disassortative communities (see Section 30.2).
Note that, in the leftmost graph in Figure 36.2, nodes of the same
color do not connect with each other.

No community structure

Strong community structureDisassortative community structure

-0.5 +1

0

Figure 36.2: The domain of
modularity, with example par-
titions returning a given value,
from −0.5 (disassortative com-
munities) to +1 (assortative
communities, the most common
case), passing via 0 (random
graph with no communities).

The question is: how do we build this expectation, mathemat-
ically? This boils down to estimating the connection probability
between any two nodes u and v. If this were a true random graph
(Gn,p) it’d be easy: the connection probability is p = 2|E|/|V|. But
we have the constraint of keeping the degree distribution. Each node
v has a number of connection opportunities equal to its degree. The
number of possible wirings we can make in the network is twice
the number of edges. In a configuration model, the probability of
connecting u and v is (kukv)/2|E|.

Now we have all we need to build the modularity formulation:

M =
1

2|E| ∑
u,v∈V

[
Auv −

kvku

2|E|

]
δ(cv, cu),

where A is our adjacency matrix, and δ is the Kronecker delta: a
function return one if u and v are in the same community (cu = cv),

Figure: Modularity runs from −0.5 for disassortative communities, through 0 for
no community structure, to +1 for a strong community structure.
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Modularity maximization: Louvain

The Louvain algorithm greedily maximizes Q in two repeated
alternating phases:

1 Vertex moving: put every node in its own community. For each node
u, evaluate the gain ∆Q of moving u into the community of each of its
neighbors and apply the best move if it is positive. Sweep over all
nodes until no move improves Q

2 Graph coarsening: collapse every community into a single node.
Edges between two communities become one weighted edge, edges
inside a community a weighted self-loop

Output is a hierarchy of communities, pick the one with highest Q

In practice, O(m)

Greedy and order-dependent: two runs on the same network can
return different partitions

V.D. Blondel, J-L. Guillaume, R. Lambiotte and E. Lefebvre, Fast unfolding of communities in large networks, in Journal of
Statistical Mechanics: Theory and Experiment 10: P10008, 2008.
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Modularity maximization: Louvain
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Figure: Louvain algorithm: vertex moving (VM) and graph coarsening.
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Resolution parameter in modularity maximization

Figure: Do you see communities?

Frank Takes — SNACS — Lecture 4 — Community detection and Core/periphery structure 37 / 69



Resolution = 1.0

Figure: Modularity = 0.747; 10 communities.
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Resolution = 2.0

Figure: Modularity = 0.732; 8 communities.
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Resolution = 4.0

Figure: Modularity = 0.641; 5 communities.
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Alternative quality measure: Conductance

Conductance weighs the edges leaving a community C against the
edges inside it (should be minimized over all communities):

f (C ) =
|EB,C |

2|EC |+ |EB,C |
EC = {(u, v) ∈ E : u ∈ C ∧ v ∈ C}: the edges inside the community
EB,C = {(u, v) ∈ E : u ∈ C ∧ v /∈ C}: the edges on its boundary
Left network: |EC | = 21 and |EB,C | = 4, so f (C ) ≈ 0.09
Right network: |EC | = 10 and |EB,C | = 7, so f (C ) ≈ 0.26520 the atlas for the aspiring network scientist

(a) (b)

Figure 36.7: Two examples of
communities at different con-
ductance levels. I represent the
community as the node color.
In the text, I focus on the red
community.

38 Filippo Radicchi, Claudio Castellano,
Federico Cecconi, Vittorio Loreto,
and Domenico Parisi. Defining and
identifying communities in networks.
Proceedings of the National Academy of
Sciences, 101(9):2658–2663, 2004

is as isolated as possible from the rest of the network. Here, both
communities are cliques, the denset possible structure. But, since the
one in Figure 36.7(b) also has a lot of connections to the rest of the
network, the resulting conductance is almost three times higher than
the value we get from the community in Figure 36.7(a).

Finally, be aware that you cannot build a community discovery
algorithm that simply minimizes conductance – the same way you’d
try to maximize modularity. That is because there’s a trivial com-
munity with zero conductance: the one including all nodes in your
network.

Internal density

The other side of the conductance coin is the internal density mea-
sure. This is exactly what you’d think it is: how many edges are
inside the community over the total possible number of edges the
community could host38. Borrowing EC from the previous section:

f (C) =
|EC|

|C|(|C| − 1)/2
.

So you can see that, in this case, both communities in Figure 36.7
have an internal density of 1, since they’re cliques. Thus, internal
density is unable to distinguish between them, which we would like
since community Figure 36.7(b) is clearly “weaker”, given its high
number of external connections.

You can appreciate the paradoxical result of internal density by
looking at Figure 36.8. Here, one might be tempted to merge the red
and blue communities, since their nodes are so densely connected to
each other and to not much else. Yet, the red nodes are a 5-clique and
the blue nodes are a 4-clique, while the red and blue nodes are not a
9-clique. Thus, the best way to maximize internal density is to split
these clearly very related nodes.

Figure: A community with low conductance (left) and high conductance (right).
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Detection by label propagation

Start with a label per node, distributed at random

Every node repeatedly adopts the label most common among its
neighbors, breaking ties at random

Labels percolate until nothing changes any more; nodes in a
community end up surrounded by their own label

(a) t = 0:
15 distinct labels

(b) t = 1:
9 labels left

(c) t = 2:
4 labels left, one lagging

(d) t = 3:
converged, 3 communities

Figure: Label propagation.
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Community detection by random walk

Idea: a random walker rarely leaves the community it is visiting
Nodes that keep appearing together in a walk are likely to be in the
same community
Infomap: the best partition is the one that describes such a walk in
the fewest bits
See the Coscia book for beautiful details

496 the atlas for the aspiring network scientist

27 Ulrike Von Luxburg. A tutorial
on spectral clustering. Statistics and
computing, 17(4):395–416, 2007

28 Mark EJ Newman. Finding commu-
nity structure in networks using the
eigenvectors of matrices. Physical review
E, 74(3):036104, 2006a

Many community detection methods use different approaches, and
some can be shown as equivalent to SBMs. One such key algorithm is
modularity maximization. However, since this is closely related with
evaluating the quality of a partition, I’m going to defer presenting
modularity maximization methods to Section 36.1.

Another approach uses the spectrum of the graph27,28. Well-
separated communities will show large gaps in the eigenvalues. The
eigenvectors are simply a coordinate system that you can use to
place nodes in a multidimensional space and then use a standard
clustering algorithm to find communities, such as k-means. I already
covered the main concepts for this approach in Section 11.5, so I
won’t go into details here. Hereafter, we explore alternatives to the
problem of discovering communities.

35.2 Random Walks

A common approach for detecting communities looks at network
processes. Random walks (Chapter 11) are a popular choice. These
walks tell us a lot about the community structure of the network.
Consider the example in Figure 35.1(a). In the network, there are
eight “border nodes” with a connection to a different community, out
of 36 nodes. And only one edge out of nine they have points outside
the community. So we know that the probability for a random walker
to get out of the community it is visiting is very low.

Figure 35.4: A random walk
in a network with communi-
ties. The node color indicates
to which community a node
belongs. The arrows show each
step of the random walker. The
orange arrows are transitions
between nodes in the same
community. The brown arrow
is a transition between nodes in
different communities.

Appearing together in a random walk is a strong indication that
two nodes are in the same community. Figure 35.4 shows why. When
we perform our random walk, only one step out of the 13 we took
crossed communities. Let’s do some napkin math. The probability of
being a “border node” is 8/36 = 0.2̄. The probability of picking the
one edge going outside of the community if you are in a border node
is 1/9 = 0.1̄, because the node has degree nine and only one edge

Figure: Random walk of 13 steps; the brown edge crosses communities.
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Consensus clustering

Two problems:

1 One community detection method may produce different partitions
2 Different methods produce different community divisions

Consensus clustering: combine the answers of multiple runs,
possibly of different algorithms. Given a weighted graph:

1 Run the algorithm(s) np times, giving np partitions
2 Build the consensus matrix D: Duv is the fraction of those partitions

in which u and v share a community
3 Set entries below a threshold τ to zero, dropping accidental agreement
4 Set D as the graph and go to step 1, until the partitions no longer

change
A. Lancichinetti and S. Fortunato, Consensus clustering in complex networks, in Scientific Reports 2: 336, 2012.
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Consensus clustering

Figure: Consensus clustering.
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Evaluating communities and partitions

If node attributes carry information about the true communities, the
partition and the attributes should agree

Human interpretation by hand can suffer from subjective bias

Normalized mutual information (NMI) measures that agreement
on a scale from 0 to 1

Adjusted mutual information (AMI) “subtracts” the expected
mutual information that two random partitions with the same group
sizes already share

526 the atlas for the aspiring network scientist

If then (100%)

If then (50%)

If then (50%)

X Y

If then (66%)

If then (33%)

Figure 36.11: An illustration
of what mutual information
means for two vectors. Vector
y has equal occurrences for its
values (there is one third prob-
ability of any colored square).
However, if we know the value
of x we can usually infer the
corresponding y value with a
higher-than-chance confidence.

45 Alexander Strehl and Joydeep Ghosh.
Cluster ensembles—a knowledge reuse
framework for combining multiple
partitions. Journal of machine learning
research, 3(Dec):583–617, 2002

46 William H Press, Saul A Teukolsky,
William T Vetterling, and Brian P
Flannery. Numerical recipes 3rd edition:
The art of scientific computing. Cambridge
university press, 2007

47 Marina Meilă. Comparing cluster-
ings—an information based distance.
Journal of multivariate analysis, 98(5):
873–895, 2007

48 Nguyen Xuan Vinh, Julien Epps, and
James Bailey. Information theoretic
measures for clusterings comparison:
Variants, properties, normalization and
correction for chance. J. Mach. Learn. Res,
11(Oct):2837–2854, 2010

to know whether a network has communities more tightly knit than
another – or if it has communities at all! But mutual information is
dependent on the amount of bits you need to encode the vectors in
the first place. A longer vector needs more bits to be encoded. Thus,
the same value of mutual information can mean different things
when you have 100 nodes or 100, 000.

That is why we often use a normalized mutual information (NMI).
This is a simple normalization that forces mutual information to take
a value between zero and one. This is generally achieved by dividing
mutual information by some combination of the entropy of the two
vectors (the community partition and the node metadata)45,46.

While normalizing mutual information so that it’s comparable
across networks is nice, that is not the full story. Remember that
our end here is knowing whether there is a relationship between
the communities we found and the node attributes. The problem of
mutual information is that it is always non-zero. This means that
there will be always a little mutual information between two vectors,
even if they are both completely random!

a

b

NMI ~ 0.09

AMI ~ -0.22

Figure 36.12: Two random vec-
tors with a positive NMI even if
generated completely indepen-
dently from one another.

Consider the vectors in Figure 36.12. I generated them by extract-
ing ten random elements, with three possible values. This is done
uniformly at random and with independent draws – pinky promise!
Yet, if you calculate their NMI values, you’re going to obtain around
0.09: a non-zero mutual information from vectors that literally have
nothing to do with each other. This is not good.

That is why researchers developed a new normalization for mu-
tual information: Adjusted mutual information (AMI)47,48. In this

Figure: Two vectors drawn independently, yet with a positive NMI.
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Communities in corporate networks
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Corporate board interlocks

Nodes are
organizations/firms/companies/corporations

Edges are board interlocks: relationships between
firms because they share a board member or director

Vladimir I. Lenin, Imperialism, The Highest Stage of
Capitalism, 1916.

“... a personal union, so to speak, is established between
the banks and the biggest industrial and commercial
enterprises, the merging of one with another through the
acquisition of shares, through the appointment of bank
directors to the Supervisory Boards (or Boards of Directors)
of industrial and commercial enterprises, and vice versa.”
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Board interlocks

Causes of interlocks:

Collusion
Cooptation and monitoring
Legitimacy
Career advancement
Social cohesion

Consequences of interlocks:

Corporate control
Economic performance
Access to resources

M. Mizruchi, What do interlocks do? An analysis, critique, and assessment of research on interlocking directorates, Annual
Review of Sociology 22: 271–298, 1996.
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Corporate city networks

Nodes are cities

Edges between cities are based on firms sharing directors

Weights on edges denote the number of connections

Each city has an associated country

Provides insight in geographical orientation of global economy
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Corporations
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Corporate network

F.W. Takes and E.M. Heemskerk, Centrality in the Global Network of Corporate Control, Social Network Analysis and Mining
6(1): 1-18, 2016.
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Community detection

E.M. Heemskerk and F.W. Takes, The Corporate Elite Community Structure of Global Capitalism, New Political Economy
21(1): 90-118, 2016.
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Community detection

E.M. Heemskerk, F.W. Takes, J. Garcia-Bernardo and M.J. Huijzer, Where is the global corporate elite? A large-scale network
study of local and nonlocal interlocking directorates, Sociologica 2016(2): 1-31, 2016.
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Nodes colored by country (sample)
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Community composition
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Figure: Country involved in each community.
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Communities in scientific co-citation networks
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Co-citation network

Nodes are scientific publications

Edges indicate that papers cite the same previous work

Each node has an associated scientific field

Network provides insight in how scientific fields interact

Size: 1.6 million nodes and 44 million edges

99% in giant component, scale-free, small-world
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Co-citation network

Figure: Categories of publications (weighting applied if multiple apply).
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Figure: Community composition and connections.
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Core/periphery structure
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Core/periphery structure

Many large networks have a densely connected core and a periphery
of nodes attaching to only a few neighbors

The core is also called the rich club

core-periphery 451

6 Stephen P Borgatti and Martin G
Everett. Models of core/periphery
structures. Social Networks, 21(4):
375 – 395, 2000. ISSN 0378-8733.
doi: https://doi.org/10.1016/S0378-
8733(99)00019-2

communities in complex networks. Finally, I’ll connect core-periphery
structures with a few real world dynamics that might be able to
generate them.

32.1 Models

There are many ways to extract core-periphery structures from
your networks. However, two methods dominate in the literature,
especially in sociology. These are the discrete and the continuous
model6.

Discrete

Core-periphery networks emerge when all nodes belong to a single
group. Some nodes are well connected while others, while still
being part of that group, are not. In a pure idealized core-periphery
network the nodes can be classified strictly into two classes. The
core nodes are the one with a high degree of interconnectedness.
The periphery nodes are the rest, the ones that are only sparsely
connected in the network.

C p

p Nothing
here

Figure 32.1: A toy example of
the Discrete Model for core-
periphery structures. This
adjacency matrix shows, high-
lighted in blue, a dense area of
the network with many connec-
tions. In green, a sparser area:
the periphery. Connections only
go to (or from) a core member,
meaning that in the main diago-
nal in the peripheral area there
are no entries larger than zero.

There can be only two types of connections: between core nodes
– which is the most common edge type, since the core is densely
connected – and between a core-periphery pair. Peripheral nodes do
not connect to each other. In the adjacency matrix, which I show in
Figure 32.1, there’s a big area with no connections. This is known
as the “Discrete Model”. It is a very strict one, and rarely real world
networks comply with this standard. A perfect discrete model in
which the core is composed by a single node is a star.

If you want to detect the core-periphery structure using the dis-
crete model, you have a simple quality measure you want to maxi-
mize. This is ∑

uv
Aij∆uv, with A being the adjacency matrix, and ∆ a

matrix with a value per node pair. An entry in ∆ is equal to one if
either of the two nodes is part of the core.

Figure: Adjacency matrix of the discrete model: a dense core (blue), a sparse
periphery (green), and nothing at all between peripheral nodes.
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Two common structures

Core/periphery structure: there is one dense area

Community structure: there are several, with little periphery

Nodes deep inside a community have a high degree, so a
core/periphery algorithm wants to put them all in one core . . . core-periphery 455

(a) (b)

Figure 32.4: (a) A classical
core-periphery structure. (b) A
classical community structure.

12 Sadamori Kojaku and Naoki Masuda.
Core-periphery structure requires
something else in the network. New
Journal of Physics, 20(4):043012, 2018

core-periphery to community structure continuum. The real world
networks we observe distribute through this continuum in such a
way that perfect instances are extremely rare – as Figure 32.5 shows.
You’ll very rarely find a natural discrete model, exactly as rarely
as finding a real world network organizing like a caveman graph
(Section 17.1) – the quintessential community structure. As a conse-
quence, one way to solve this conundrum is to admit that a network
might have multiple cores. Thus, one first performs community dis-
covery to find the multiple cores and then applies the core-periphery
detection algorithm independently on each community12.

# Networks

Almost never Almost never

The blend is always different! Figure 32.5: The number of
networks with a pure core-
periphery network and with a
pure community structure is
actually tiny.

In most cases, networks are in a middle way. Another important
thing to keep in mind is that this continuum is not monodimensional
– although on this page I had to squeeze it on a line. The way in
which each network blends core-peripheries with communities is
always different and difficult to fully characterize.

There are many mechanisms that makes this the case. One is

Figure: (a) Core/periphery structure and (b) Community structure.
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Communities, core/periphery, or both?

core-periphery 455

(a) (b)

Figure 32.4: (a) A classical
core-periphery structure. (b) A
classical community structure.

12 Sadamori Kojaku and Naoki Masuda.
Core-periphery structure requires
something else in the network. New
Journal of Physics, 20(4):043012, 2018

core-periphery to community structure continuum. The real world
networks we observe distribute through this continuum in such a
way that perfect instances are extremely rare – as Figure 32.5 shows.
You’ll very rarely find a natural discrete model, exactly as rarely
as finding a real world network organizing like a caveman graph
(Section 17.1) – the quintessential community structure. As a conse-
quence, one way to solve this conundrum is to admit that a network
might have multiple cores. Thus, one first performs community dis-
covery to find the multiple cores and then applies the core-periphery
detection algorithm independently on each community12.

# Networks

Almost never Almost never

The blend is always different! Figure 32.5: The number of
networks with a pure core-
periphery network and with a
pure community structure is
actually tiny.

In most cases, networks are in a middle way. Another important
thing to keep in mind is that this continuum is not monodimensional
– although on this page I had to squeeze it on a line. The way in
which each network blends core-peripheries with communities is
always different and difficult to fully characterize.

There are many mechanisms that makes this the case. One is

Figure: Almost no network is a pure core/periphery or a pure community
structure.
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Hotelling’s law; a possible explanation for core formation

Two ice cream vendors of equal quality on a beach; every customer
walks to the nearest one

Each vendor moves to capture the customers in the middle, and the
equilibrium has both of them in the center

Nobody sells more, but every customer walks further: cores emerge
from ordinary rational behavior

456 the atlas for the aspiring network scientist

13 Jaewon Yang and Jure Leskovec.
Overlapping communities explain core–
periphery organization of networks.
Proceedings of the IEEE, 102(12):1892–
1902, 2014
14 Fabio Della Rossa, Fabio Dercole, and
Carlo Piccardi. Profiling core-periphery
network structure by random walkers.
Scientific reports, 3:1467, 2013

15 Daniel A Hojman and Adam Szeidl.
Core and periphery in networks. Journal
of Economic Theory, 139(1):295–309, 2008

16 Harold Hotelling. Stability in competi-
tion. The Economic Journal, 39(153):41–57,
1929

17 Constantinos Apostolos Doxiadis et al.
Ekistics; an introduction to the science
of human settlements. 1968

related to overlapping communities (Chapter 38). These communities
allow nodes to belong to multiple groups at the same time. These
nodes in between communities can be considered a special core of
the network13, bringing together the community structure with the
core-periphery organization.

Alternative explanations use the power of random walkers to ex-
plain core-peripheries14, an approach that is also commonly used in
community discovery. Other models attempt to embed nodes into a
spatial dimentions, showing how this can create core-periphery struc-
tures15. It is following this example that I’ll try to draw a connection
between core-periphery and some well studied aspects of economics
in the next section.

32.3 Emergence from Social Behavior

The emergence of core-periphery structures can be observed in many
systems. I’ll make one example from economic geography.

Consider Hotelling’s law16. Suppose that you are on a beach
with two ice cream vendors of equal quality. People want ice cream
and, since the two vendors offer the same quality, the customers
will go to the closest vendor. Therefore, a rational vendor would
move their stand so that it can capture the people in the middle. The
other vendor would do the same. The solution is an equilibrium in
which vendors concentrate in the middle, even though that means
increasing the walk length for every customer.

(a) t = 1 (b) t = 2 (c) t = 3 (d) t = 4

Figure 32.6: A depiction of
Hotelling’s Law. Each customer
(circle) walks to the closest
ice-cream stand. As times goes
by, the stands get closer and
closer, to capture the people in
the middle.

Figure 32.6 captures the law in all of its enraging, negative-sum,
glory. The situation hardly changed for the businesses, while the
customers are served less efficiently.

This is observed in reality, at multiple levels. Consider a federal
government structure, where state governments coalesce into state
capitals that need to be visited by their peripheries. In turn, federal
capitals provide even higher level services and thus attract people
from each state.

This is related to ekistics, the science of human settlements17. In
ekistics, Doxiadis shows how improvements in human transporta-
tion have introduced a cumulative advantage for the best connected
city centers. These are swallowing up their surroundings, sparsify-

Figure: As time goes by, the stands move closer and closer together.
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LIACS REL Compute
https://rel.liacs.nl/compute
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Upcoming lab session and “Homework”

Work on Assignment 1

Ask questions!
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Credits

Several images are gratefully reused from
Michele Coscia, The Atlas for the Aspiring Network Scientist, v3 of
https://arxiv.org/abs/2101.00863
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