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Networks
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Real-world networks

1 Sparse networks density

2 Fat-tailed power-law degree distribution degree

3 Giant component components

4 Low pairwise node-to-node distances distance

5 Many triangles clustering coefficient

Many examples: social networks, communication networks, citation
networks, collaboration networks, protein interaction networks,
information networks, webgraphs, financial networks, . . .
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Centrality measures

Figure: Degree, closeness and betweenness centrality.

Source: “Centrality” by Claudio Rocchini, Wikipedia File:Centrality.svg
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Webgraph

Broder et al., Graph structure in the web, Computer Networks 33(1): 309–320, 2000.
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Attribute assortativity

Figure: Attribute assortativity.

Image: Moya-Garćıa, A. et al. Identification of New Toxicity Mechanisms ... Genes, 13(7), 1292, 2022.
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Projection

→
Image: http://toreopsahl.com
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Community detection

Figure: Communities: node subsets connected more strongly with each other.

Partitioning a given graph into densely connected groups of nodes

Rachel de Jong — SNACS — Lecture 10 — Network resilience and epidemic spread ix



Community detection

Figure: Communities: node subsets connected more strongly with each other.

Divisive algorithms (Girvan–Newman), local search algorithms
(Louvain) optimizing a quality function (e.g., modularity), label
propagation and random walk based approaches.
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Core/periphery structure

Many large networks have a densely connected core and a periphery
of nodes attaching to only a few neighbors

Core/periphery structure: there is one dense area

Community structure: there are several, with little periphery

Figure: (a) Core/periphery structure and (b) Community structure.
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Micro, meso and macro scale

Figure: Micro: node
centrality.

Figure: Macro: average
distance.

Figure: Meso: network
motifs.
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Graph evolution

Figure: PA: target node based on degree (a),
graph formed through PA (b).

Figure: Triadic closure.
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Network sampling network sampling 425

(a) BFS (b) DFS (c) Snowball

(d) Random Walk (e) MHRW (f) Forest Fire

Figure 29.10: Examples of how
different network sampling
strategies explore a given net-
work. Each node is labeled
with the order in which it is
explored. The node color shows
whether the node was sampled
(green) or not (red), assuming
a budget of 15 units and a con-
stant cost of 1 unit per node.
Snowball assumes n = 3 (un-
labeled nodes are not explored
due to this parametric restric-
tion), while Forest Fire has a
burn probability of .5.

31 Michele Coscia and Luca Rossi.
Benchmarking api costs of network
sampling strategies. In 2018 IEEE
International Conference on Big Data (Big
Data), pages 663–672. IEEE, 2018

nodes, the second policy is better: if they have 10 or less edges, we
can fully explore them with a single query, thus we’re going faster
because we have lower waiting times between nodes. In Figure 29.11,
we color in blue the part of the degree distribution for which this
holds true. If the node has a degree higher than 10, then the first
policy is better, because it requires to perform fewer queries, even if
they are spaced out more in time. In Figure 29.11, we color in purple
the part of the degree distribution for which this holds true.

The second policy is in theory 5 times slower than the first (10
edges/sec versus 50 edges/sec, on paper), however it will allow you
to crawl this network in half of the time31. This is because, in a broad
degree distribution, we have way more nodes with low degree – for
which the second policy is faster. In Figure 29.11, out of 500k nodes,
492k have degree of 10 or less.

You could conclude that the best API policy possible is the one
that gives you only one node at a time, imposing no waiting time
between requests. This is true only in theory. In practice there are a
few things you need to consider, which you can lump into the issue
of network latency. First, it still takes time for the information to
travel from the server to your computer. This is not exactly the speed
of light, so the requests will never be truly instantaneous. Second,
a server which gets hit too frequently with too many requests will
also naturally slow down, often in unpredictable ways. Thus some

Figure: Six sampling strategies on the same network with a budget of 15 nodes.
Labels give the exploration order; nodes are sampled (green) or not (red).
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Machine learning and networks

random walk embeddings 625

6 Aditya Grover and Jure Leskovec.
node2vec: Scalable feature learning for
networks. In Proceedings of the 22nd
ACM SIGKDD international conference
on Knowledge discovery and data mining,
pages 855–864. ACM, 2016

43.2 Variants on Simple Graphs

If we wanted to improve over DeepWalk, what would we do? For
now, let’s keep things simple and assume we only deal with simple
graphs – graphs with a single edge type. We deal with heterogeneous
/ multilayer network later. We have a few options, the most common
being to deploy high order random walks. This is popular because,
depending on how the high order is implemented, you can get node
embeddings with radically different meanings and properties.

Node2Vec

Node2vec6 notices that DeepWalk uses uniform random walks,
picking the next step of the walk completely at random. However,
there is something to gain by performing higher order random walks
(Chapter 34). Figure 43.3 shows you an example.

3

4

12

1/p

1

1/q

Figure 43.3: The biased random
walk implemented in Node2Vec.
The gray arrow is the step we
just took. The colored arrows
show the reweighting of the
various possibilities, with the
p and q parameters. Blue for
backtrack, green for common
neighbor, purple for not shared
neighbors.

In a high order random walk what matters is not only the node
you’re currently in, but also the node you come from. Node2Vec uses
two parameters to exploit this information, p and q. In practice, it
tries to modulate between a BFS-like strategy and a DFS-like one
(Section 13.1). In Figure 43.3 you just followed the gray arrow to go
from node 2 to node 1. How do you pick the next step?

Parameter p tells us how much we hate to backtrack. The step
bringing you back to node 2 is weighted 1/p. So if p is high, 1/p
is low, and so it is unlikely we backtrack. But if p is below 1, it is
more likely to backtrack, which is what a BFS exploration would do.
Parameter q, instead, tells us how much we hate to explore parts of
the network we haven’t seen yet. Among all of node 1’s neighbors,
those that are not also neighbor with node 2 will get a 1/q weight
to be explored. With low q we’re trying to get as far from node 2 as
possible – which is how DFS would behave. With high q we’re more
likely to explore a common neighbor between nodes 1 and 2.

DeepWalk is equal to Node2Vec when we set p = q = 1, so
each neighbor of node 1 is treated equally. But setting p and q with
various combinations leads to different random walks and, as a con-
sequence, different embeddings Z which privilege some information
about the network over some other.

Figure: Node embeddings based on
random walks.

Figure: Message passing in GNNs.
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Link prediction

Link prediction: given a network G = (V ,E ), predict which of the
node pairs that are not connected are most likely to be connected

Dynamic: given snapshot G t , predict new edges of G t+1

Static: given an incomplete observation of G , predict missing edges

Approach: Formulate a hypothesis on how nodes link, turn it into a
link prediction score score(u, v) for each unconnected pair, and rank
the pairs by score

x u

v y

Time t

x u

v y

?

Time t + 1
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Network motifs

Network motif: small subgraph with a given topology

Real-world networks have overexpressed motifs, such as triangles

Is a motif significant? Compare its count with the count in a null
model, e.g., the configuration model

Counting motifs requires deciding whether two graphs are the same

590 the atlas for the aspiring network scientist

2 Ron Milo, Shai Shen-Orr, Shalev
Itzkovitz, Nadav Kashtan, Dmitri
Chklovskii, and Uri Alon. Network
motifs: simple building blocks of
complex networks. Science, 298(5594):
824–827, 2002

3 Shai S Shen-Orr, Ron Milo, Shmoolik
Mangan, and Uri Alon. Network
motifs in the transcriptional regulation
network of escherichia coli. Nature
genetics, 31(1):64, 2002

4 Uri Alon. Network motifs: theory and
experimental approaches. Nature Reviews
Genetics, 8(6):450, 2007

5 Jukka-Pekka Onnela, Jari Saramäki,
János Kertész, and Kimmo Kaski.
Intensity and coherence of motifs in
weighted complex networks. Physical
Review E, 71(6):065103, 2005

6 Alex Arenas, Alberto Fernandez,
Santo Fortunato, and Sergio Gomez.
Motif-based communities in complex
networks. Physics A, 41(22):224001, 2008a
7 Lauri Kovanen, Márton Karsai, Kimmo
Kaski, János Kertész, and Jari Saramäki.
Temporal motifs in time-dependent
networks. Journal of Statistical Mechanics:
Theory and Experiment, (11):P11005, 2011

8 Ashwin Paranjape, Austin R Benson,
and Jure Leskovec. Motifs in temporal
networks. In WSDM, pages 601–610.
ACM, 2017

9 Federico Battiston, Vincenzo Nicosia,
Mario Chavez, and Vito Latora. Multi-
layer motif analysis of brain networks.
Chaos, 27(4):047404, 2017

10 Manlio De Domenico, Vincenzo
Nicosia, Alexandre Arenas, and Vito La-
tora. Structural reducibility of multilayer
networks. Nature communications, 6:6864,
2015b
11 Ali Pinar, C Seshadhri, and
Vaidyanathan Vishal. Escape: Effi-
ciently counting all 5-vertex subgraphs.
In WWW, pages 1431–1440, 2017

Frequent subgraph mining is the branch of network science that
attempts to find these overexpressed patterns, when they are more
complex than a simple triangle. Want to know whether a square
with a dangling edge appears more often than chance? You have to
perform subgraph mining! In frequent subgraph mining we have a
wealth of techniques to systematically and efficiently enumerate all
possible subgraphs and finding the ones that occur more often in
your networks.

We start by defining the building blocks of complex networks.
These are network motifs2,3,4,5. A network motif is a subgraph of
your original network with a given topology. A triangle is a motif, a
square is a motif, the five nodes with the connection pattern in Figure
41.2(c) is a motif.

Generally, one wants to know which motifs are relevant for a
network and which ones aren’t. So the standard technique is to
follow a relatively simple procedure. First, you count how many
times each motif appears in your network. Second, you define a null
model of your network, keeping its relevant properties fixed – maybe
just the degree distribution. Third, you count the expected number
of occurrences of the motifs in the null model. Finally, you compare
with your observation, so that you can build an idea of the statistical
significance of the motif.

We use network motifs for many different applications. For in-
stance, and I won’t get tired of bringing this up, we use them for
community discovery6. Of course nobody forces you to have exclu-
sively the simple motifs I depict in Figure 41.2. One can extend the
concept of network motifs to encompass temporal networks7,8 – so
time-evolving motifs –, and multilayer networks9,10.

You might have noticed that the examples I show in Figure 41.2
are all very small. They include only a handful of nodes and edges.
There’s a reason for that. Finding motifs in a large network is a hard
problem. There are clever techniques to enumerate specific small
motifs which are reasonably fast11,12. However, in general, one has to
solve the scary graph isomorphism problem, which is the topic of the
next section.

(a) (b) (c)
Figure 41.2: Three examples of
motifs in complex networks.

Figure: Three motifs: (a) a triangle, (b) a square and (c) a square with a
dangling edge.
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Network models

n

p, m, . . .

seed

Input parameters

Graph model
generation mechanism

ER, WS, BA, CM, . . .

Synthetic network
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Recap: Random Graphs (ER)

Generating random graphs:

Gn,p: The Erdős-Rényi model (ER)
Input: n, p
For every possible edge:
Add with probability p
Total number of edges may differ
slightly

Gn,m: Gilbert model

Input: n, m
Pick m edges at random
Number of edges is set

Figure: Three random graphs
with 8 nodes and 12 edges.
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Recap: BA model

1 Start with m0 ≥ m nodes in a star / chain / clique

2 For each remaining node:
1 Connect to m nodes
2 p({v ,w}) = deg(w)∑

u∈V deg(u)

Figure: Choosing which edge to form (a), an example of a BA graph (b).
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Network resilience
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Network resilience

Imagine a road network, powergrid, internet connection

Nodes are usually active (green), but may fail (red)

Resilient network can handle failures

Network may become longer, but does not fragment

Network failure: giant component fragments

Certain nodes can not be reached anymore

22
Catastrophic Failures

In Section 21.2 we saw an interesting thing: when limiting the infec-
tion chances nodes get, the disease might be unable to reach some
parts of the network. This is great when fighting a disease, but net-
works model much more than social systems hosting pathogens. The
roads you use every day for your commute are part of a network.
The power grid is a network. The beloved cat pictures you look at
every day flow through edges of the interwebz. The fact that some-
thing might prevent them to reach you is alarming and deserves to
be studied.

(a) (b) (c)

Figure 22.1: The effect of node
failures on the connectivity of
a network. Node color: green =
active; red = failing. (a) Starting
condition, all nodes active. (b)
First failure. (c) Propagating
failure disconnects the two
nodes on top from the main
component.

In this chapter we do exactly that. We again slightly change the
perspective of our epidemic model to study the conditions under
which networks break down. Rather than propagating a disease, we
propagate failures. In their standard status, nodes are active and
fulfill their duties. See Figure 22.1(a) for an example. However, for
random or deliberate reasons they might transition into an R status:
they might fail. The fundamental question is: how does the network
react to such failures? Can information still flow through the Internet
if some routers go down? How many blocked roads does it take for
cars not to be able to drive around town?

Networks are usually resilient to small failures: a single node go-
ing down does not affect communication in the structure (see Figure
22.1(b)). Our criterion to say whether a network is still fulfilling its
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Network resilience

Random failures

Targeted attacks

Cascading failures

Multilayer structures
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Random failures
Failures occur randomly, e.g., wear and tear
ER graph: nodes removed from component at random

Fine for small |R|, breaks after critical value (phase transition)
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Random failures
BA network

Most likely to pick a peripheral low degree node

Fails slower than ER network
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Targeted attacks

Target nodes that maximize damage, while minimizing required effort

Strategy: target highest degree nodes

Variation: highest betweenness centrality
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Targeted attacks

ER model

Since degrees are normally distributed: pick a node with degree
slightly higher than average

Critical threshold slightly lower compared to random attack
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Targeted attacks

BA model

Single node removal results in large decrease

Attacks much more effective than random failures
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Cascading failures

Failures typically propagate and cause more failures

Each node has a current load and total capacity

t = 1: shut down one node

Redistribute load to neighbors

If capacity of a node is exceeded, node shuts down and redistributes
load to neighbors

Repeat until no more nodes shut down
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Cascading failures
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Cascading failures
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Cascading failures
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Cascading failures

Study cascade as a tree

How deep and wide is the cascade
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Interdependent networks

Dependencies across layers

Add a network of computers to control power station

Dependency: if computer does not work, grid station does not either
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Interdependent networks

Failures can propagate back and forth between layers

Failures worse in interdependent network than in two separate
networks
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Conclusions: network resilience

Resilience: networks should not fragment upon node failures

Networks fail if the giant component fragments

Random failures: nodes fail at random

Attack: target highest degree nodes

Different behavior in ER, BA model

Failures can cascade and take down a large part of the network
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Spreading processes
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Spreading processes

Spreading processes, contagion, diffusion

For now: focus on disease spread

Use to model influence spread, opinion dynamics, social contagion,
advertising, (mis)information spread and many more
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Simple contagion

Susceptible Infected (SI)
Susceptible Infected Susceptible (SIS)
Susceptible Infected Recovered (SIR)

Complex contagion
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The SI model

Nodes (people) are either:

Susceptible: S

Infected: I
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The SI model

Assumptions

People / nodes are either susceptible or infected

Homogeneous mixing: all interactions are equally likely
Each individual has k interactions in each timestamp
Probability of infection upon contact equals β
One or more patient zeros randomly scattered at t = 0

What do you think happens?
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The SI model: parameters and notation

Notation:

S : Set of susceptible individuals

I : Set of infected individuals

vs , vi : susceptible, infected node

it : fraction infected at timestamp t

Parameters:

k̄: number of interactions an individual has in each timestamp
β: infection rate (upon contact)
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The SI model

Expected contacts vs with vi :

k̄
|I |
|V |

Number of interactions vs , vi :

k̄ |S | |I |
|V |

= k̄
|S ||I |
|V |

Number of new infections:

βk̄
|S ||I |
|V |

Rachel de Jong — SNACS — Lecture 10 — Network resilience and epidemic spread 23 / 54



The SI model

Expected contacts vs with vi :

k̄
|I |
|V |

Number of interactions vs , vi :

k̄ |S | |I |
|V |

= k̄
|S ||I |
|V |

Number of new infections:

βk̄
|S ||I |
|V |

Rachel de Jong — SNACS — Lecture 10 — Network resilience and epidemic spread 23 / 54



The SI model

Expected contacts vs with vi :

k̄
|I |
|V |

Number of interactions vs , vi :

k̄ |S | |I |
|V |

= k̄
|S ||I |
|V |

Number of new infections:

βk̄
|S ||I |
|V |

Rachel de Jong — SNACS — Lecture 10 — Network resilience and epidemic spread 23 / 54



The SI model

New infections:

Inew = βk̄
|S ||I |
|V |

it+1 = it +
Inew
|V |

Let it = |I |/|V |, it follows that 1− it = |S |/|V |:

it+1 = it + βk̄ it(1− it)
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The SI model

Four stages:

1 Few individuals in I : slow growth

2 Exponential growth as I expands, larger chance to meet infected
3 Growth slows down, few left in S
4 All individuals in I

Higher β, faster process
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The SI model on networks

Homogeneous mixing assumes that everyone has the same degree (a)

However, real-world networks typically have hubs (b)

Due to high degree, hubs are quickly infected and infect many others
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The SI model on networks

Observation: spreading in random graphs (Gn,p) behaves similar to
homogeneous mixing (no net)
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The SI model on networks

Powerlaw exponent α = 2: larger hubs, faster spreading

α = 3: smaller hubs, slower spread

Hubs will quickly be affected, after which infections spread fast
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The SIS model

What if individuals can recover?

Susceptible, Infected, Susceptible (SIS)

β: infection rate S → I

µ: recovery rate I → S
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The SIS model

SI model: everyone will be infected

it+1 = it + βk̄ it(1− it)

SIS model: endemic state depends on interplay β, µ, k̄

it+1 = it + βk̄ it(1− it)− µ it

β: infection rate S → I

µ: recovery rate I → S
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The SIS model

Endemic state: Infection does not grow, nor decrease

βk̄ it(1− it) = µit

Faster recovery than infection if:

βk̄ < µ

Disease persists (endemic state) if:

βk̄ > µ
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The SIS model
Effective spreading rate λ = β/µ

λ > 1/k̄ : disease will be endemic

λ < 1/k̄ disease will disappear
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The SIS model on networks

Disease will be endemic in powerlaw network

Real-world networks are closer to BA than ER
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The SIR model
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The SIR model

Four phases:

1 Everyone in S
2 I starts to grow
3 Individuals in I start to recover (R)
4 Eventually every I transitions to R

I can die out before S , not everyone may get infected and recover
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The SIR model

SI: everyone ends up infected, β determines speed of process

SIS: none infected, or endemic state depending on λ

SIR: all infected recover from infection
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Other variants

SEIR, add exposed status E before infection

Add immune status M

Relapse from recovery: SIRS

Everything together MSEIRS

Plenty more to read on this topic
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Complex contagion
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Complex contagion

SI, SIS, SIR: can be modeled mathematically

Not all assumptions are realistic: e.g. infinite infection chances

Complex contagion: different assumptions, no longer easy to model
mathematically

Often need to run process on a network
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Complex contagion: triggers

Classical

Thresholding

Cascading

Independent cascade
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Complex contagion: classical

Classic complex contagion: node is infected by each neighbor with
probability β
Probability of being infected: 1− ((1− β)n)
More contacts → more likely to be infected
Hubs will be very quickly infected and it will spread quickly from
there.
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Complex contagion: thresholding

Thresholding: node infected if ≥ k neighbors infected

Optional: infect with probability β if ≥ k neighbors are infected

Peer pressure, advertising, spread of behavior, customer demand

Degree < k nodes are always safe

Cascade: fraction of Θ neighbors need to be infected
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Independent cascade model

Node has one chance to infect neighbors

1 Infect a number of nodes
2 They will try to convince their neighbors once
3 Some will say yes, some no
4 Infected neighbors will try to infect neighbors again
5 Stop process when there are no newly infected nodes

Nodes spread infection in one timestamp

Each edge is used at most once
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Complex contagion: limited infection chances
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Complex contagion: limited infection chances

Hubs are hard to infect: usually targeted by many others as well

If it fails, peripheral nodes can not be infected

Instead, try to infect neighbors first

Difficult to compute, depends on order of the nodes, need to simulate
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Interventions
How do you know you did well?

Share of infected nodes lower than without intervention

310 the atlas for the aspiring network scientist

Time

% Infected

100%
No intervention

With immunization

x%

Figure 21.9: The first criterion
of immunization success: the
share of infected nodes at the
end of the outbreak is lower
than 100% in a SI model.

Time

% Infected

100%

No intervention

With immunization

Figure 21.10: The second crite-
rion of immunization success:
temporary immunity can delay
propagation.

27 Yang-Yu Liu, Jean-Jacques Slotine,
and Albert-László Barabási. Controlla-
bility of complex networks. nature, 473

(7346):167, 2011

28 Jianxi Gao, Yang-Yu Liu, Raissa M
D’souza, and Albert-László Barabási.
Target control of complex networks.
Nature communications, 5(1):1–8, 2014

29 Gang Yan, Georgios Tsekenis, Baruch
Barzel, Jean-Jacques Slotine, Yang-
Yu Liu, and Albert-László Barabási.
Spectrum of controlling and observing
complex networks. Nature Physics, 11(9):
779–786, 2015

we delay its spread in the network. Thus the two scenarios are not
mutually exclusive.

Obviously, here I only assumed the perspective of limiting the
outbreak of a disease. If you’re in the viral marketing case you
can invert the perspective: your interventions wants to favor the
spread of the idea in the social network. In this case, the second
scenario makes more sense: even if the idea was bound to reach
everyone eventually, if it does so faster it can have great repercussion.
Think about the scenario of condom use to prevent HIV infections.
You want to convince as many people as fast as you can, even if
eventually your message was going to reach everybody anyway.

21.4 Controllability

A related problem is the classical scenario of the controllability of
complex networks27,28,29. Here the task is slightly different: nodes
can change their state freely and there can be an arbitrary number of
states in the network. What we want to ensure is that all – or most
– nodes in the network end up in the state we desire. To do so, we
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Interventions

Who to vaccinate?
Choose a random node and then its neighbor
Probability choosing a high degree node is higher compared to when
choosing a random node: the friendship paradox
Example: 1/9 vs. 1/3 probability of chosen the highest degree node
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Interventions

What interventions could you think of...

To improve network resilience?

Based on SI, SIS, SIR models?

To improve spreading?
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Interventions

“All models are wrong, but some are useful”

— George Box
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Conclusions: complex contagion

Additional assumptions in spreading models

Which one(s) to use depends on application e.g., disease or influence
spread

1 Classic: each neighbor has chance to infect node
2 Threshold: nr. infected neighbors should pass threshold k
3 Cascade: fraction of neighbors should pass threshold
4 Independent cascade: node infects neighbors once
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Conclusions

Resilient networks do not fragment upon failures

Random, targeted attacks, can cause the network to fragment

Cascading failures can spread quickly through the network

Different models for disease spread: SI, SIS, SIR

Complex contagion has additional assumptions on when a node can
be infected
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Upcoming lab session and “Homework”

Assignment 2 deadline next Monday. Ask your final questions during
the lab session

Make sure to sign up for a team before submitting
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Michele Coscia, The Atlas for the Aspiring Network Scientist, v3 of
https://arxiv.org/abs/2101.00863
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