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Abstract—Distributed inference of Convolutional Neural Net-
works (CNNs) across multiple edge devices can overcome the
resource limitations of a single edge device while avoiding the
data transmission delays of cloud-based inference. However,
the communicated intermediate data between edge devices may
expose sensitive information to an attacker eavesdropping on the
communication links. Authenticating and encrypting the entire
communicated intermediate data can reduce this risk, but it
introduces high encryption/decryption overhead for resource-
constrained edge devices. This paper proposes a lightweight
importance-aware authenticated encryption approach for secure
distributed CNN inference at the edge. The proposed approach
computes channel importance scores and uses them to guide
an NSGA-II-based multi-objective optimization process that de-
termines how much data should be encrypted and where the
encrypted data should be located within the output feature maps.
The optimization searches for Pareto-optimal data protection
configurations that reduce CNN input reconstruction risk and
information leakage while keeping the encryption overhead low.
Experiments on ResNet50, VGG16, and MobileNet using CIFAR-
10 and CIFAR-100 show that the proposed approach provides
an effective trade-off between data privacy preservation and
authenticated encryption overhead.

Index Terms—Distributed Edge Computing, Neural Networks,
Security

I. INTRODUCTION

Today, deep neural networks (DNNs) play a crucial role
in various aspects of our daily life, such as smart homes,
healthcare, and agriculture. Among the different types of
DNNs, convolutional neural networks (CNNs) are used for
applications such as object detection and medical image clas-
sification due to their powerful image-processing capabilities.
Modern large CNNs require significant resources for CNN
inference and storage of the layers’ weights. While cloud
servers, due to their high computing and storage capabilities,
are well-suited for inferring large CNN models, their distance
from the source of data (sensors, edge devices, etc.) that needs
to be processed by the CNNs often introduces delays in the
data transmission and response time. Such delays may limit
the suitability of a cloud server for CNN inference in real-
time applications that require quick responses, such as face
and voice detection.

To decrease the data transmission and response time delays,
there is a trend to perform the CNN inference closer to the data
source, e.g., by offloading it to edge devices. This eliminates
the need to send raw data to a cloud server for processing.
Although edge devices reduce the aforementioned delays, they

have limited resources in terms of compute power, memory,
and energy budgets, and a single edge device may not be able
to execute a large CNN model efficiently.

One solution approach to address the challenge of running
a large CNN model on a resource-constrained edge device
is to utilize a lightweight version of the CNN model [1].
Such lightweight version can be created by using CNN
compression techniques such as pruning [2], quantization [3],
and knowledge distillation [4]. Although a compressed CNN
model requires fewer resources for deployment and inference,
it may exhibit reduced accuracy. Another approach is to use
cloud-edge hybrid CNN inference [5]. In this approach, part
of the CNN model is executed on a cloud server, while the
rest is executed on an edge device. Such cloud-edge inference
approach maintains the CNN accuracy, but transmitting data
to the cloud still may introduce unacceptable delays for some
applications. Therefore, recently proposed approaches are to
distribute the CNN model across multiple edge devices [6]—
[9]. These approaches utilize the resources of several edge
devices to deploy and infer the CNN model, thereby address-
ing the issue of the limited resources of a single edge device.
Moreover, there is no need to send data to cloud servers, thus
avoiding data transmission delays.

To distribute a CNN model across multiple edge devices,
three common approaches are used: vertical partitioning [7],
horizontal partitioning [8], and data partitioning [9]. In ver-
tical partitioning, as illustrated in Fig. 1a, one or more layers
of a CNN model are grouped and assigned to an edge device
for execution. In horizontal partitioning (Fig. 1b), a part of a
layer or multiple layers are divided into partitions and each
partition is executed on an edge device. In data partitioning
(Fig. 1c), the input data to a CNN model is split into smaller
portions, and each portion is processed on an edge device by
the CNN model.

While distributing a CNN model across multiple edge
devices for inference solves the issues of the other solution
approaches discussed above, it introduces security and privacy
vulnerabilities. Since edge devices must exchange intermediate
data coming from CNN layers to collaboratively execute the
CNN model during inference, this communication can expose
the intermediate data to potential attackers and cause informa-
tion leakage. In particular, an attacker may eavesdrop on the
communication and use the intermediate data to reconstruct
the often private input data given to the CNN model or
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Fig. 1: Common CNN partitioning approaches for distributed inference across edge devices.

extract additional sensitive information. Therefore, protecting
the communicated intermediate data is important for privacy-
preserving distributed CNN inference on edge devices.

A common approach to reducing this privacy risk is to
perform authenticated encryption of the communicated inter-
mediate data. However, straightforward authenticated encryp-
tion and decryption introduce a significant overhead in terms
of computation time and energy consumption. For resource-
constrained edge devices, such overhead makes it impractical
to encrypt large amounts of communicated data due to limited
computation power and energy budgets of the edge devices.
Therefore, an efficient strategy is needed to balance between
the limited compute and energy resources of edge devices and
the privacy protection strength of the communication among
the devices during distributed CNN inference.

To address this challenge, we propose a lightweight
importance-aware authenticated encryption approach that se-
lectively protects the communicated intermediate data between
edge devices. The key idea is that not all parts of the interme-
diate data have the same effect on the CNN inference process.
Therefore, instead of protecting the whole communicated
intermediate data, our approach identifies the more important
parts of this data and prioritizes them for protection. In our
approach, for each output layer whose data is communicated
to another edge device, we first compute an importance score
for each output channel. This score represents the contribution
of each channel to the CNN inference process. Then, based
on these importance scores, we formulate an optimization
problem to determine how much data should be protected
inside each selected channel and where the protected data
should be located within the corresponding channel feature
map. In this way, the optimization process searches for pro-
tection configurations that reduce information leakage and
reconstruction risk while keeping the amount of protected
data low. As a result, the proposed approach avoids the high
overhead of protecting the entire communicated intermediate
data, while still prioritizing the parts that are more relevant to
the CNN inference process. The main novel contributions of
this paper can be summarized as follows:

« We propose a lightweight importance-aware authenticated
encryption approach for secure distributed CNN infer-
ence on resource-constrained edge devices. Our approach
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selectively encrypts the communicated data between de-
vices in order to reduce information leakage and recon-
struction risk while keeping the encryption overhead low.
We formulate a multi-objective optimization problem and
solve it using the well-known Non-dominated Sorting
Genetic Algorithm II (NSGA-II) in order to minimize
the information leakage, reconstruction risk and encryp-
tion overhead. The optimization process uses channel
importance scores to guide the search toward effective
configurations.

We evaluate the proposed approach using different CNN
models, datasets, and monitored layer positions. The
results show that the approach reduces CNN input re-
construction risk and information leakage at low encryp-
tion/decryption overhead.

II. MOTIVATIONAL EXAMPLE

Consider the attack scenario illustrated in Fig. 2, where
a distributed CNN model is deployed across multiple edge
devices, and an attacker gains access to a communication link
between two devices and to the intermediate data exchanged
via the link during CNN inference. The attacker’s objective
is to use the exposed intermediate data to reconstruct the
original CNN input data or extract sensitive information,
thereby causing information leakage.

As discussed in Section I, a common approach to addressing
this privacy risk is to apply authenticated encryption to the
intermediate data before transmission. However, authenticating
and encrypting the entire intermediate data that is communi-
cated within a distributed CNN model introduces substantial
time and energy costs, making it impractical for resource-
constrained edge devices with strict real-time performance
requirements. Even authenticating and encrypting the commu-
nicated data coming out of only a few selected output channels
of a CNN layer still incurs considerable overhead.
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Fig. 3: Comparison of time overhead across different authen-
ticated encryption cases.

For example, Fig. 3 shows the time overhead when authen-
ticating and encrypting intermediate data coming from output
channels of the second convolutional layer in the MobileNet
CNN model in three cases: (1) authenticated encryption of
the entire intermediate data, i.e., the data from all output
channels (the blue bar), (2) authenticated encryption of the
data from 25% selected output channels (the gray bar), and
(3) authenticated encryption of only a portion of the data
from each selected channel (the orange bar). All three cases
were implemented in Python and measured on the same
Linux machine, ensuring that the reported time overheads
are compared under identical execution conditions. For all
three cases, we use the ASCON authenticated encryption
algorithm [10], which is selected as the new lightweight
cryptography standard, offering state-of-the-art efficiency and
security for resource-constrained platforms.

The results, shown in Fig. 3, indicate that authenticating and
encrypting the entire intermediate data or the data from the
selected channels introduces excessive overhead in the range
of several seconds. In contrast, authenticating and encrypting
only a portion of the data from each selected channel reduces
the time overhead by up to 46.37x on the selected platform
compared to authenticated encryption of the entire intermedi-
ate data, making it a potentially practical privacy-preserving
solution for resource-constrained edge devices.

The above observations motivate us to devise an approach
that determines how much data in each output channel should
be encrypted and where the encrypted data should be located
in order to reduce information leakage and reconstruction risk,
while keeping time and energy overheads low.

III. RELATED WORK

In this section, we discuss related studies that cover three
relevant aspects, namely distributed CNN inference on multi-
ple edge devices, selecting important channels in CNN models,
and the security of intermediate data in distributed CNN
inference.

A. Distributing CNN Inference Across Multiple Edge Devices

Numerous research studies have proposed approaches to
distribute and optimize CNN model inference across mul-
tiple edge devices in order to improve performance [6]-
[9], [11]-[14], reduce memory requirements [6], [7], [9],
[11], [13], [15] and energy consumption [6], [11], [16], and

318

improve robustness [17], [18]. For example, MoDNN [14] and
DeepThings [9] improve CNN inference on mobile and IoT
devices using parallel execution and efficient task distribution.
CoEdge [13] dynamically partitions workloads based on de-
vice capabilities and network conditions. AutoDiCE [6], [11]
and RobustDiCE [17], [18] provide automated multi-objective
exploration for distributed CNN inference at the edge.

The main focus of these studies is optimizing performance,
memory, energy efficiency, and robustness. However, they do
not address the security/privacy implications of distributed
CNN inference. In contrast, our work introduces a lightweight
importance-aware authenticated encryption approach that re-
duces information leakage and reconstruction risk from com-
municated intermediate data while keeping the encryption
overhead low.

B. Identifying Important Channels in CNN Models

Identifying important channels in CNN models is commonly
used in model compression to reduce computational complex-
ity and memory usage. Various metrics have been proposed
to measure channel importance, including filter weight norm,
activation statistics, and gradient-based sensitivity.

The L1-norm of a CNN filter’s weights is widely used to
estimate the contribution of a channel to the CNN model
accuracy [19]-[21]. Activation-based metrics, such as acti-
vation sum or standard deviation, measure the magnitude
or variability of feature responses and are used to identify
informative or redundant feature maps [22]-[24]. Gradient-
based methods measure the sensitivity of the loss function
with respect to filter outputs and capture the effect of each
channel on the final prediction [25]-[27].

In summary, prior work demonstrates that the L1-norm,
gradient-based methods, and activation standard deviation are
effective for identifying important channels in CNNs. Build-
ing upon these findings, our approach combines these three
metrics to compute an importance score for each channel and
uses these scores to guide the NSGA-II optimization process
towards finding effective data protection configurations.

C. Security of Data in Distributed CNN Inference

When distributing CNN inference across multiple edge
devices, intermediate data must be transmitted between de-
vices. This data may contain sensitive information and can be
exploited by an attacker to reconstruct the original CNN input
data or extract additional private information. Prior work has
addressed this privacy risk using perturbation-based methods,
privacy-preserving representation learning, and cryptographic
protection.

Perturbation-based methods modify the communicated
intermediate data to make reconstruction more diffi-
cult [28]. However, such methods intentionally alter the
feature maps, thereby degrading the CNN inference accu-
racy. Representation-learning methods aim to learn privacy-
preserving intermediate representations, for example through
adversarial training [29]. However, they typically require re-
training or modification of the CNN model. Cryptographic
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methods, such as CryptoNets [30], Gazelle [31], and Se-
cureML [32], provide strong privacy guarantees using ho-
momorphic encryption, garbled circuits, or secure multi-party
computation. However, their computational and memory over-
head is typically very high for real-time CNN inference on
resource-constrained edge devices.

In contrast, our work adopts a lightweight importance-aware
authenticated encryption/decryption approach that selectively
protects communicated intermediate data. The proposed ap-
proach does not modify the CNN architecture, does not require
retraining of the CNN model, and does not change the CNN
inference accuracy. It computes an importance score for each
output channel and uses these scores to guide an NSGA-II-
based optimization process that determines how much data in
each channel should be encrypted and where the encrypted
data should be located. In this way, our approach reduces the
information leakage and reconstruction risk while keeping the
encryption/decryption overhead low.

IV. PROPOSED APPROACH

In this section, we describe our proposed lightweight
importance-aware authenticated encryption approach for se-
cure distributed CNN inference on edge devices. The approach
consists of two phases, one executed at design time before
deployment of the CNN for inference, and another executed
at runtime during the CNN inference.

In our approach, at runtime during the CNN inference, each
edge device encrypts and authenticates a small portion of the
data belonging to the output channels of a CNN layer which is
connected to another layer executed on a different edge device
referred to as destination device. Then, this protected small
portion of data together with the unprotected data in all output
channels of the CNN layer is sent to the destination device.
Upon receiving the data, the destination device decrypts and
verifies the protected portion and proceeds with the inference
using both the protected and unprotected data. This approach
reduces the exposure of sensitive information in the commu-
nicated intermediate data while keeping the time and energy
overheads associated with the encryption/decryption low.

The aforementioned small portion of data belonging to the
output channels of a CNN layer, that has to be encrypted and
authenticated, is determined at design time before the deploy-
ment of the CNN for inference. To this end, we have devised
an importance-aware data protection procedure which finds
Pareto-optimal data portions to be protected such that infor-
mation leakage is minimized while the encryption/decryption
overhead during CNN inference remains low. The overall
workflow of our importance-aware protection procedure is
summarized in Algorithm 1. The algorithm takes as input a
set of CNN layers L = {l1,...1;;}, where the output data of
every layer l; € L is transmitted between edge devices, and
two sample datasets X, and Xjcqr. Dataset X, is used
to compute importance scores of output channels belonging to
every layer [;, while dataset X is used to evaluate candidate
data protection configurations during the optimization process.
The output of the algorithm is a set of Pareto-optimal data
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Algorithm 1: Importance-aware Data Protection

Input: Set of layers L; Sample datasets Ximp, Xieak;
Output: Set of Pareto-optimal data protection configurations

D= {Xla"'aX\L\}
1 D« 0
2 for [; € L do
3 Si @;
// Step 1: channel importance analysis
4 for ch"“t €l; do
Czn c,h,w
5 Zh 1 WS+ 1015
g1a —
6 s
|Xz'm | ALy
[Ximpl- HWZ ! Zh 1Zu 1| 5emw |
7 Sstd o
|X1m I <H w h
\/\me\ HW 2n=1" 2het 2w (@ ( o = 14)%
8 $; = norm(s}") + norm(s¢"**) + norm(s;"");
9 | Si+SiU{s}
// Step 2: multi-objective optimization
10 Pi +— NSGA—H(li, Sl', Xleak);
1 Xi ¢ SELECTDATAPROTECTIONCONFIGURATION(P;);
2 | D+ DU{xi};
13 return D
protection configurations D = {x1,...,X|z|}, Where each

configuration ; specifies the data portions of output channels
belonging to layer /; to which authenticated encryption should
be applied.

Algorithm 1 starts with initializing an empty set D. Then,
for each layer [; € L, the algorithm proceeds in two main
steps (Lines 2-12). In Step 1, for each output channel ch‘””
belonging to layer [/;, a channel importance analysis is per-
formed to estimate the contribution of the channel to the
accuracy of the CNN inference process (Lines 5-9). Three
complementary importance scores are computed, namely the
L1-norm of the channel weights (Line 5), the gradient-based
sensitivity of the loss function with respect to the channel
activations computed over dataset X, (Line 6), and the
activation standard deviation computed over the same dataset
(Line 7). These three scores are normalized and aggregated
to obtain the final importance score 5; of output channel
chz?“t (Line 8). The final importance scores of the channels
belonging to layer [; are collected in set S; (Line 9). More
details about Step 1 are given in Section IV-A.

In Step 2 of the algorithm (Lines 10-12), a multi—objective
optimization is performed to obtain a set P; = {x},..., Xz ’l}
of Pareto-optimal data protection configurations for layer [;.
The NSGA-II algorithm takes as input the layer /;, the channel
importance scores S5;, and the dataset X;., (Line 10). Layer
l; defines the output channels and feature map dimensions, S;
guides the initialization and mutation operators within NSGA-
II, and X is used to evaluate two of the three optimization
objectives within NSGA-II, namely the reconstruction risk and
the information leakage. NSGA-II explores different configu-
rations by varying the size of protected data and its location in
the output channels of /;, while minimizing the reconstruction
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risk, information leakage, and encryption/decryption overhead.
Finally, one configuration y; € P; is selected for layer [;
(Line 11) and added to set D (Line 12). More details about
Step 2 are given in Section IV-B.

A. Channel Importance Analysis

To determine which portions of the communicated inter-
mediate data should be protected, the proposed method first
identifies the output channels that contribute most significantly
to the CNN inference process. As summarized in Algorithm 1
(Lines 4-9), an importance score is computed for every output
channel ch?"t of layer /;. The importance score is derived from
three complementary metrics that capture different character-
istics of the contribution of each channel to the final CNN
prediction accuracy. More specifically, our proposed approach
evaluates the magnitude of the convolutional filter parame-
ters, the sensitivity of the loss function with respect to the
channel activations, and the variability of the extracted feature
responses. These metrics jointly capture structural, functional,
and statistical aspects of the information represented by each
channel.

The first metric (Algorithm 1, Line 5) measures the mag-
nitude of the convolutional filter parameters using the L1
norm [20]. Filters with larger weight magnitudes typically
contribute more strongly to the feature extraction process
and therefore have a greater influence on the CNN output.
In this formulation (Line 5), ch’h"w denotes the weight
connecting the c-th input channel to output channel ch;?”t at
spatial position (h,w), b; represents the bias associated with
channel j, and kj, and k,, denote the height and width of the
convolutional kernel.

The second metric (Algorithm 1, Line 6) evaluates the
sensitivity of the CNN loss function with respect to the channel
activations [25]. Channels whose activations produce larger
gradients with respect to the loss function have a stronger
influence on the final CNN prediction outcome. The gradients
are computed over a sample dataset Xj;,,,, that is representative
of the same task for which the CNN model has been trained.
In this formulation (Line 6), aﬁf denotes the activation of
channel ch;?“t at spatial location (h,w) for the n-th input
sample, while £,, represents the corresponding loss function.

The third metric (Algorithm 1, Line 7) captures the vari-
ability of the feature responses [22] produced by channel
ch?“‘. Channels that exhibit higher activation variability across
different input samples typically encode richer and more
informative features, indicating a stronger contribution to the
CNN inference process. The quantity 1; in Line 7 denotes the
mean activation of channel ch?“t computed over the sample
dataset X,p.

Since the three metrics may operate on different numerical
scales, they are normalized using min—max normalization
(Algorithm 1, Line 8) such that their values lie within the
range [0,1]. In addition, because the three metrics capture
complementary aspects of the channel importance, the nor-
malized metrics are aggregated by summation to obtain the

final importance score 5; for channel ch;?"t.
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B. Multi-Objective Optimization

After computing the importance scores of the output chan-
nels of convolutional layer /; (Algorithm 1, Lines 4-9), the next
step is to determine how the communicated intermediate data
should be protected (Algorithm 1, Lines 10-12). More specif-
ically, for each output channel ch?“t € [;, an optimization
process should determine how much data should be encrypted
and where the spatial location of this data is within the channel
feature map. Encrypting a large portion of the intermediate
data reduces the CNN input reconstruction risk because less
information remains unprotected. However, this increases the
encryption/decryption overhead. On the other hand, encrypting
a small portion of the data reduces the overhead but may
leave sufficient unprotected information for an attacker to
reconstruct the original CNN input. Therefore, there is a trade-
off between privacy protection and encryption/decryption over-
head.

To explore this trade-off, we formulate our data protection
problem as a multi-objective optimization problem and solve
it using the NSGA-II algorithm. The goal is to find Pareto-
optimal protection configurations for each layer [;. Each
configuration specifies the amount and location of the data
that should be encrypted, within the output channels of the
layer. All output channels of layer /; are considered during
the optimization process. The computed channel importance
scores .S; are used to guide the search toward Pareto-optimal
protection configurations. In this way, protection configura-
tions of channels with higher importance scores are more
likely to have a larger amount of encrypted data, while
channels with lower importance scores are more likely to have
a smaller amount of encrypted data.

Within NSGA-II, for our optimization problem, each indi-
vidual/chromosome Y; represents a candidate data protection
configuration for layer /;. We encode the chromosome as
follows

XZ':{Zl,ZQ,...,Z”A}, Zj :(pj,yj,xj), (1)
where each gene z; specifies the amount and location of
the data to be encrypted within output channel ch?"t € .
Parameter p; € [0,1] determines the amount of encrypted
data as a fraction of the whole data within the channel.
The spatial location of the encrypted data region within the
channel is specified by the parameters 1/; and x;, which are the
coordinates of the top-left corner of this region. Starting from
the top-left corner (y;,x;), the region expands horizontally
and vertically to cover a square of size 7; X r; within the
feature map of channel ch?“t. The side length r; is determined

as follows
vy = Vo H W], @)

where H and W denote the height and width of the fea-
ture map. To ensure that the encrypted region remains fully
contained within the feature map boundaries, the following
constraints are imposed on parameters y; and x; during the
optimization process

0<y; <H-—ry, 0<a; <W —ry, 3
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where y; and x; are integer values. We consider only square
regions of data to encrypt in order to keep the protection
configuration compact and to reduce the optimization search
space. For a given p; € [0, 1], the amount of encrypted data
is p; x H x W data elements out of all H x W data elements
of the channel. When p; = 0, no elements of the channel are
encrypted and parameters y; and x; are ignored.

For our optimization problem, a population in NSGA-II is
a set of individuals, i.e., candidate data protection configu-
rations for layer /;. During the optimization process, these
configurations are evolved through genetic operations such
as selection, crossover, and mutation. To facilitate a more
effective optimization process, we incorporate the computed
channel importance scores S; associated with [; into the
initialization stage of NSGA-II. In this stage, some individuals
are initialized with very small values of parameter p; to
represent low-overhead configurations, while the remaining
individuals are initialized using importance-guided sampling
based on S;. In the sampling strategy, channels with higher
importance scores are more likely to be assigned larger p;
values, whereas channels with lower importance scores are
more likely to remain unprotected or assigned with smaller p;
values.

Moreover, to improve the search efficiency of NSGA-II
during the optimization process, we propose a directional
importance mutation (DIM) operator for mutations of individ-
uals in NSGA-II. For every individual/candidate configuration
undergoing mutation, we first determine a stochastic volume
k, which defines the number of channels to be modified.
We then perform a weighted random selection to identify
k channels with high importance and & channels with low
importance based on their importance scores 5; € S;. For
the selected channels with high importance, our mutation
operator increases the value of parameter p; by a random
step size. Conversely, for the selected channels with low
importance, it decreases the value of p; by a random step size.
Additionally, the spatial coordinates (y;,z;) of these mod-
ified channels are stochastically shifted to explore different
data locations within the feature maps of the channels. For
crossover/recombination of individuals, we apply the standard
simulated binary crossover (SBX) operator, which blends
the parameters of parent configurations to produce offspring
configurations.

During the optimization process, NSGA-II aims at mini-
mizing three objective functions, namely CNN Input Recon-
struction Risk, Information Leakage, and Encryption Over-
head. Thus, every candidate data protection configuration is
evaluated using these functions described below.

1) CNN Input Reconstruction Risk (f1): The reconstruc-
tion risk f; quantifies the classification-based reconstruction
accuracy. Similar to the reconstruction-based attack model
in [33], a trained convolutional decoder D;(-) is used to
reconstruct the CNN input data from an attacker-accessible
intermediate representation Ai,n. The reconstructed input data
is obtained as #;, = D1(Am) and is then fed into the
original CNN model cnn(-) to obtain the predicted label
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Uin = argmaxcnn(Z;,). Then, the reconstruction risk is
computed as follows
1 [Xicakl
fl = Accrecon = m ngl H[gh’n = yn] (4)

In this equation, ¥, is the true label of the original CNN
input data x,, and I[-] is an indicator function that returns 1
if §; n = yn and O otherwise.

Minimizing f; reduces the ability of an attacker to re-
construct input data that can still be classified correctly by
the CNN model. Since the protected part of the intermediate
representation is determined by configuration parameter p;,
increasing the value of p; for important channels reduces
the amount of unprotected intermediate data available to the
attacker, which can decrease the reconstruction accuracy.

2) Information Leakage (f2): The information leakage fo
quantifies the similarity between the reconstructed input data
2, and the original CNN input data x,, using the structural
similarity index measure (SSIM) [34] as follows

1 [Xicak|

B |Xleak‘ ngl

Minimizing f, implies that the reconstructed data is less
similar to the original CNN input data, leading to lower
information leakage. Function fy is mostly affected by the
spatial coordinates (y;,z;) in a candidate configuration, as
they allow the optimization to target specific sensitive regions
within the feature maps that contribute most to the leakage.

3) Encryption Overhead (f3): The encryption overhead is
computed as follows

fa SSIM(&; 1, 1)

&)

E

fs= ;] x Hx W’

(6)

where £/ = 2@1 r; X 75 is the total number of encrypted data
elements in layer [; and |l;| x H x W is the total number of
data elements in the layer. Minimizing f3 reduces the amount
of intermediate data that is authenticated and encrypted. Recall
that the size r; x 7; of an encrypted data region depends on
configuration parameter p; (Eq. 2). Thus, minimizing f3 by
reducing the value of p; also implies low encryption overhead
in terms of time and energy consumption, which is very
important for resource-constrained edge devices.

V. EXPERIMENTAL EVALUATION

In this section, we evaluate the effectiveness of the pro-
posed importance-aware authenticated encryption approach
for secure distributed CNN inference on edge devices. The
evaluation aims to analyze the trade-off between the CNN
input reconstruction risk, information leakage, and the over-
head introduced by authenticated encryption. We first de-
scribe the experimental setup, including the CNN models,
datasets, NSGA-II configuration parameters, and the different
evaluation experiments. Then, we present and discuss the
experimental results for every experiment.
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A. Experimental Setup

We evaluate the proposed approach using three representa-
tive CNN models, namely VGG16, ResNet50, and MobileNet,
that have different architectural characteristics and feature map
structures. This allows us to analyze the approach effectiveness
across diverse CNN model architectures. VGG16 follows
a pipeline-like model architecture of convolutional layers,
ResNet50 uses residual connections in the architecture, and
MobileNet uses depthwise separable convolutions. Using these
three models, we conduct experiments on two image classifi-
cation datasets, namely CIFAR-10 and CIFAR-100. CIFAR-10
contains 60,000 color images belonging to 10 classes, while
CIFAR-100 contains 60,000 color images belonging to 100
classes. In all experiments, the input images are resized to
224 x 224 pixels before being fed to the CNN models.

For each model—dataset pair, we first train the CNN model
for the target classification task. Then, for each model, we
monitor two layers whose output feature maps are assumed
to be communicated between edge devices and exposed to an
attacker. Monitoring these layers, allows us to evaluate how
the amount of exposed information changes across different
depths of the CNN model. The monitored layers are selected
to represent early and late feature map representations for
each CNN model. For VGG16, we monitor the 2nd and 13th
convolutional layer. For ResNet50, we monitor layers from
the 2nd and 5th residual stage. For MobileNet, we monitor
the 1st and 13th convolutional block. For every monitored
layer, we train a decoder model that simulates a reconstruction
attacker as in [33]. This decoder-based attack is used during
the NSGA-II optimization process to evaluate the CNN input
reconstruction risk (f1) and information leakage (f5) for a
given data protection configuration. The NSGA-II configura-
tion parameters for all experiments are the same, namely the
population size is set to 60, the initial population is evolved
for 80 generations, crossover is applied with a probability of
0.9, and mutation is applied with a probability of 0.5.

To evaluate our proposed approach, we conduct two exper-
iments. In the first experiment, we evaluate the effectiveness
of our approach in reducing the CNN input reconstruction
risk and information leakage while partially encrypting the
output feature maps of monitored layers. To this end, we
first apply our approach (Algorithm 1) on the aforementioned
CNN models, datasets, and monitored layers in order to obtain
Pareto-optimal data protection configurations (Line 10 in Al-
gorithm 1). Then, we compare the CNN input reconstruction
risk, information leakage, and encryption overhead metrics for
these Pareto-optimal configurations with the same metrics for a
baseline configuration where the output feature maps are fully
encrypted. In addition, we analyze how the dataset complexity
affects the amount of data encryption needed to reduce the
CNN input reconstruction risk and information leakage. The
CIFAR-10 and CIFAR-100 datasets contain the same number
of images with the same input resolution, but CIFAR-100 is
more complex in the sense that the images belong to 100
classes instead of 10 classes. Moreover, we analyze how the
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CNN input reconstruction risk and information leakage change
across the different monitored layers by comparing the Pareto-
optimal protection configurations obtained for the early and
late monitored layers of each CNN model. Output feature
maps of early and late layers contain different amounts and
types of information about the original CNN input data.

In the second experiment, we evaluate the effect of using
channel importance scores to guide NSGA-II in our approach
(Lines 4-9 in Algorithm 1) on the quality of the obtained
Pareto-optimal data protection configurations (Line 10). To
this end, we compare our proposed approach (Algorithm 1)
with two baseline approaches, namely Random Importance
and No Importance. The three approaches use the same
NSGA-II configuration parameters and objective functions but
differ in how channel importance is used during the NSGA-
II initialization phase and in the mutation operation. The
proposed approach uses our importance scores in initialization
and mutation (our DIM operator) as explained in Section IV-B,
Random Importance replaces our importance scores with
randomly assigned scores, and No Importance does not use
any importance scores in initialization and mutation. This
experiment is conducted using the ResNet50 model trained
on CIFAR-100, and the monitored layer is the third residual
stage of ResNet50.

B. Experiment 1: Results and Discussion

The results from the first experiment are shown in Fig. 4.
The results for ResNet50 are shown in Fig. 4a and Fig. 4b, the
results for VGG16 are shown in Fig. 4c and Fig. 4d, and the
results for MobileNet are shown in Fig. 4e and Fig. 4f. In each
plot, the axes represent the CNN input reconstruction risk,
information leakage, and encryption overhead. The blue circles
and orange squares correspond to Pareto-optimal protection
configurations obtained when the CIFAR-10 and CIFAR-
100 datasets are used, respectively. The stars and pentagons
correspond to the baseline configuration, where the output
feature maps of the monitored layers are fully encrypted.

1) Effectiveness of the Proposed Approach: The results in
Fig. 4 show that the proposed approach is effective across
different CNN models in comparison to the aforementioned
baseline configuration in every plot. This configuration pro-
vides the strongest protection, i.e., very low CNN input
reconstruction risk and low information leakage, but it exhibits
the full/highest encryption overhead. As can be seen in Fig. 4,
the proposed approach finds Pareto-optimal protection con-
figurations that approach the strongest protection level while
encrypting only a portion of the output feature maps of the
monitored layers, thereby reducing significantly the encryption
overhead.

The results also show that the proposed approach is not
limited to a specific CNN model architecture. It is effective for
ResNet50 with residual connections, VGG16 with a sequential
convolutional structure, and MobileNet with depthwise sepa-
rable convolutions. This is important because different CNN
architectures distribute the information differently across their
intermediate feature maps. Therefore, using an optimization-
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Fig. 4: Pareto-optimal protection configurations for ResNet50, VGG16, and MobileNet on CIFAR-10 and CIFAR-100.

based protection approach like ours for every CNN model is
more suitable than applying a fixed data protection ratio to all
models and monitored layers.

To make the trade-offs shown in Fig. 4 easier to interpret,
Table I reports in more detail one representative low-overhead
Pareto-optimal configuration for each CNN model, monitored
layer, and dataset, taken from Fig. 4. Each representative
configuration has the lowest CNN input reconstruction risk
among the configurations which encryption overhead is at
most 10%. This corresponds to the configuration selection
step in Line 11 of Algorithm 1, where one data protection
configuration is selected from the Pareto front produced by
NSGA-II (Line 10). The Model column in Table I indicates
the CNN architecture and monitored layer depth, while the
Data column indicates the dataset. The Sel. f3 column
shows the encryption overhead of the selected representative
configurations. Base f; and Base f; show the CNN input
reconstruction risk and information leakage, respectively, of
the baseline. Sel. f; and Sel. f, show the CNN input
reconstruction risk and information leakage of the selected
configuration.

The numbers in Table I more clearly show the aforemen-
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TABLE I: Low-overhead Pareto-optimal configurations.

Model Data Sel. Base Sel. Base Sel.
fs %) fLr i f2 [
ResNet-Early CIFAR-10  7.32 0.096 0.102 0.239 0.249
ResNet-Early CIFAR-100 8.79 0.012 0.000 0.283 0.107
ResNet-Late CIFAR-10  8.59 0.093 0.063 0.183 0.139
ResNet-Late CIFAR-100 9.91 0.011 0.000 0.111 0.257
VGG-Early CIFAR-10 840 0.092 0.164 0.055 0.441
VGG-Early CIFAR-100 8.30 0.011 0.008 0.212 0.387
VGG-Late CIFAR-10  1.84 0.089 0.063 0.209 0.586
VGG-Late CIFAR-100 7.90 0.011 0.023 0.258 0.374
MobileNet-Early CIFAR-10  9.86 0.109 0.172 0.068 0.092
MobileNet-Early CIFAR-100 9.47 0.011 0.023 0.044 0.315
MobileNet-Late CIFAR-10  8.12 0.082 0.109 0.232 0.587
MobileNet-Late CIFAR-100 4.07 0.016 0.016 0.336 0.621

tioned trend observed in Fig. 4. For the selected configurations,
they require about 7.72% encryption overhead on average.
At such low overhead, the CNN input reconstruction risk
(Sel. f1) remains very low, ranging from 0.000 to 0.172. For
example, the selected configuration for ResNet50 on CIFAR-
100 with the early monitored layer reaches CNN input recon-
struction risk of 0.000 with only 8.79% encryption overhead.
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Similarly, for MobileNet on CIFAR-100 with the early mon-
itored layer, the selected configuration reaches reconstruction
risk of 0.023 with 9.47% overhead. The information leakage
values for the selected low-overhead configurations range from
0.092 to 0.621. In summary, both Fig. 4 and Table I show that
the proposed approach delivers a diverse set of Pareto-optimal
configurations, enabling an effective configuration selection
with trade-off among reconstruction risk, information leakage,
and encryption overhead.

2) Effect of the Dataset Complexity: Comparing Pareto-
optimal configurations for CIFAR-10 and CIFAR-100 in Fig. 4
reveals that the dataset complexity affects the trade-off be-
tween the CNN input reconstruction risk, information leakage,
and encryption overhead. The CIFAR-100 images have the
same resolution as the CIFAR-10 images but they belong
to 100 classes instead of 10 classes. Therefore, after partial
encryption of the data in the output feature maps of the moni-
tored layers, the remaining unencrypted data may still preserve
some structural information while no longer containing enough
classification-relevant information for the reconstructed data to
be classified correctly among a larger number of classes.

This effect is clearly visible in the selected configurations
reported in Table 1. For the early monitored layers, the selected
CIFAR-100 configurations reach lower reconstruction risk than
the corresponding CIFAR-10 configurations for all three CNN
models. ResNet50 reaches 0.000 on CIFAR-100 compared to
0.102 on CIFAR-10, VGG16 reaches 0.008 compared to 0.164,
and MobileNet reaches 0.023 compared to 0.172. The same
trend is visible for the late monitored layers, where the selected
CIFAR-100 configurations also have lower reconstruction risk
compared to the corresponding CIFAR-10 configurations.

The information leakage values do not always follow the
same trend as the reconstruction risk. Some selected CIFAR-
100 configurations have higher information leakage even
though their reconstruction risk is lower. This shows that the
information leakage and reconstruction risk metrics capture
different aspects of data protection. The reconstruction risk
quantifies whether the reconstructed CNN input data remains
useful for the CNN classification task, whereas the information
leakage quantifies the structural similarity of the reconstructed
data to the original CNN input data. Therefore, minimizing
both metrics is important while also keeping the encryption
overhead as low as possible.

3) Effect of the Monitored Layer Position: The position of
the monitored layer in the CNN model architecture affects both
the CNN input reconstruction risk and information leakage.
The early monitored layers are closer to the CNN input and
therefore usually preserve more spatial structure and low-
level feature information. This makes the output feature maps
of these layers more useful for an attacker to analyze. In
Fig. 4a, Fig. 4c, and Fig. 4e, this effect is reflected by the
Pareto-front trade-off among the CNN input reconstruction
risk, information leakage, and encryption overhead. Reducing
the encryption overhead relative to the fully encrypted baseline
can leave more useful information exposed to the attacker.

The late monitored layers show different behavior. Since the
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Fig. 5: Comparison of proposed Importance-aware Approach
with the Random Importance and No Importance baselines.

data in their output feature maps is more task-specific and less
directly related to the input data, the CNN input reconstruction
risk is often lower for these layers. However, the informa-
tion leakage values in Table I show that low reconstruction
risk does not always imply low information leakage. For
example, the selected configurations for MobileNet with the
late monitored layer provide low reconstruction risk, but the
information leakage values remain relatively high compared
with some early layer configurations. This means that the
reconstructed CNN input data may lose the details needed for
correct classification by the CNN model while still preserving
some structural similarity information that may be exploited
by an attacker. Therefore, both the CNN input reconstruction
risk and information leakage metrics should be considered
when deciding how much data to encrypt at each monitored
layer. In the proposed approach, the layer-wise optimization is
important because it allows the Pareto-optimal data protection
configurations to reflect the feature map information content
of each monitored layer instead of applying uniform protection
across monitored layers irrespective of their positions and
information content.

C. Experiment 2: Results and Discussion

The results from the second experiment are shown on the
3-dimensional plot in Fig. 5 where the dimensions represent
the CNN input reconstruction risk, information leakage, and
encryption overhead. The blue circles show the Pareto front
obtained by our proposed approach. The orange triangles and
the green squares show the Pareto fronts obtained by the
Random Importance and No Importance baseline approaches,
respectively. The hypervolume (HV) for each Pareto front is
computed and shown as well.

The proposed approach delivers the highest hypervolume
value of 0.8785 compared to Random Importance and No
Importance with hypervolume values of 0.6999 and 0.6389,
respectively. A higher hypervolume indicates a better Pareto
front meaning that the obtained data protection configurations
cover a larger region of desirable trade-offs among the three
objectives. In other words, the configurations obtained by the
proposed approach have better overall quality compared to
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the configurations obtained by the baselines, i.e., they provide
lower CNN input reconstruction risk, lower information leak-
age, and lower encryption overhead.

These results clearly indicate that our channel importance
scores guide the NSGA-II search towards higher-quality data
protection configurations. Compared with Random Impor-
tance, the proposed approach does not rely on randomly
generated scores to decide which output channels should
receive higher priority for authenticated encryption. Com-
pared with No Importance, the proposed approach uses the
channel importance scores during the initialization phase
and mutation operators of NSGA-II. In this way, candidate
configurations are generated and evolved by giving higher
priority to output channels that contribute more to the CNN
inference process. This helps the optimization process find
Pareto-optimal data protection configurations with lower CNN
input reconstruction risk, lower information leakage, and lower
encryption/decryption overhead.

VI. CONCLUSIONS

In this paper, we propose a lightweight importance-aware
authenticated encryption approach for secure distributed CNN
inference on edge devices. The proposed approach selectively
encrypts only a portion of the communicated intermediate data
instead of encrypting the entire data. To determine which
portion of data should be encrypted, it computes channel
importance scores and uses them to guide an NSGA-II-
based multi-objective optimization process that tries to jointly
minimize the CNN input reconstruction risk, information
leakage, and encryption overhead metrics. The experimental
results show that our approach can obtain Pareto-optimal data
protection configurations that reduce both the reconstruction
risk and information leakage. The results also indicate that the
dataset complexity and the position of the monitored layers
affect the trade-off between the metrics, strongly suggesting
that the amount and location of encrypted data should be
determined separately for each monitored layer. Overall, our
approach enables an effective trade-off between data privacy
preservation and authenticated encryption overhead for dis-
tributed CNN inference on resource-constrained edge devices.
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