
ELSEVIER International Journal of Bio-Medical Computing 41 (1996) 39-46 

lnlernatiinal Journal ol 

Bio4lledical 
Computing 

Security considerations for present and future medical databases 

Mirka Miller”, Joan Cooper”* 

“Department of’ Computer Science, University of Xewcastle, Newrastle, NS W, 2308, Australia 

bDepavtment oj Injormation and Communication Technology, University of Wollongong, Nort@elds Aoerzue, Wollongong, 
NS W 2522, Australia 

Received 21 September 1995; accepted 8 December 1995 

Abstract 

In this paper we consider the security of medical databases. We give an overview of the security problems and the 
possible available mechanisms for the prevention of security compromises. Many of the security problems are 
common to all databases. However, the problem of data inference from statistical queries is particularly pertinent to 
medical databases and consequently we treat this problem in more detail. The paper concludes with a proposal for 
a Security Subsystem in a database management system. 
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1. Introduction 

In medical databases the privacy and confiden- 
tiality of individuals must be a major consider- 
ation. Systems have to be designed not only to 
meet current legal requirements but to anticipate 
future requirements. The consideration of privacy 
may depend heavily on who is examining the 
system. In a medical system, to the patient, pri- 
vacy means that only those authorised (e.g. own 
doctor) have access to their data and no one has 
unnecessary access. To the hospital administrator, 
any security mechanism (for privacy) is an imped- 
iment to his/her access to data needed for man- 
agement. To the doctor, a security mechanism can 
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present a time-consuming limitation on medical 
practice. To database developers, it is expensive, 
inelegant, and time-consuming. 

Of all these, it is the individual (patient) who 
does not play any part in database development. 
Thus, there is almost an irresistible desire to com- 
promise the privacy of individuals at each stage of 
design, development and implementation. At the 
current time in Australia, personal information is 
protected by the Commonwealth Privacy Act 
1988 and various state privacy acts, such as The 
Privacy Committee Act (NSW) 1975. However, 
this legal protection only relates to databases 
maintained by public organisations, private or- 
ganisations go unchecked. With the release of the 
OECD guidelines on information security in Oc- 
tober 1992 [l] and the legislation that will eventu- 
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ally follow both public and private organisations 
need to be looking to implementing systems that 
will provide adequate support for the privacy and 
confidentiality that is required for personal infor- 
mation. 

The actual level of protection of privacy in 
information systems is often very low. Part of the 
reason is that no general method of examining 
systems exists to see whether the level of privacy 
provided complies with legal standards [2]. 

In Section 2 of this paper we shall consider the 
security threats to the confidentiality of patients’ 
records and the possible methods for securing a 
medical database (the technical tools). Section 3 is 
devoted to the problem of data inference which is 
particularly pertinent to medical databases. In the 
conclusion we summarise the requirements of a 
Security Subsystem for a medical DataBase Man- 
agement System (DBMS) which incorporates all 
the technical tools needed for security support. 

2. Security problems 

At present, access and security issues of medical 
databases are dealt with separately via each appli- 
cation and are as sophisticated or as crude as the 
ingenuity and knowledge of the application pro- 
grammers allows, and/or the users have specified. 
The current trend is for medical information sys- 
tems to rely on PC front ends with varying de- 
grees of intelligence. There are also many systems 
which are entirely PC-based, either stand-alone or 
networked. The fact that the security of medical 
data is rarely provided via direct application of 
DBMS security features is largely due to the 
inadequate security support by present DBMSs. 

To achieve data security in a multi-user rela- 
tional database system, we must protect data 
stored in the database system (on and off-line) as 
well as data transmitted over communication 
lines. 

It is possible to consider the security problems 
according to, (1) the possible threats, (2) the 
media used, and/or (3) the possible perpetrators. 
(1) The threats (i.e. the actions to protect against): 
* illegal perusal of data 
* illegal destruction of data 

* illegal insertion of data 
* illegal modification of data 
* inference of protected data from the correlation 
of other (possibly legally obtained) data 
(2) The media (i.e. the possible points of illegal 
access): 
* the operating system 
* the database management system (and/or any 
other software layer between the operating system 
and the data) 
* the communication lines 
* physically stealing data (e.g. stealing a disk or a 
computer) 
(3) The possible villains: 
* unauthorised users 
* authorised users accessing data they do not have 
the access rights to 
* authorised users using authorised access but 
performing illegal actions (e.g. deliberate incorrect 
modification of data) 
* authorised users using authorised access to ob- 
tain data they do not have the access rights to 
through data inference 

In this paper we shall make the assumption that 
the underlying operating system is secure. While 
this may not be true of existing operating systems, 
the security of operating systems is a major re- 
search area in its own right and it has been 
studied extensively elsewhere. Assuming the oper- 
ating system to be secure means that the only 
possible points-of-entry to the data in the data- 
base are through logging into the DBMS, by 
intercepting data while it is being transmitted or 
by physically stealing data stored off-line. 

We shall also assume that both the operating 
system and the database management software 
have been properly verified and certified. Since 
software verification is a difficult and expensive 
task, in practice it is usually done only for the 
system components which are in some sense criti- 
cal [3]. For this reason we advocate in this paper 
that all the security components of a database 
management system should be isolated within a 
Security Subsystem. 

In the next section we shall examine the data 
security problem from the position of the possible 
villains. 
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2.1. Unauthorised users 
A database system must be protected from both 

unauthorised and authorised users. An unautho- 
rised user may gain access to data by 
l physically stealing some of the data (e.g. a disk) 
l intercepting data sent over communication lines 
l through the proper DBMS entry using some- 
body else’s userid and password (masquerading) 

The best protection against stealing data by 
physically removing it is to use data encryption. 
Physically stealing data is relatively uncommon 
141. A more serious threat is the interception of 
data sent over communication lines. This threat 
can result in illegal reading of data, replaying 
messages and the insertion of false messages. To 
protect against loss of security due to Idata inter- 
ception we can use encryption. To prevent replay- 
ing old messages (data) and inserting false 
messages it is possible to use various data authen- 
tication methods (e.g. digital signatures and times- 
tamps) [5]. 

Another particularly serious threat which can 
result from data interception is the possible dis- 
closure of an existing userid and password combi- 
nation from remote-site logins, which can be 
subsequently used to gain seemingly authorised 
access to the DBMS. There are many other ways 
of obtaining existing userid and password combi- 
nations, e.g. by stealing or guessing. Once a (sup- 
posedly secret) password is disclosed, it can be 
used to gain entry to the DBMS if password is the 
only means of user authentication employed by 
the system. Thus the only way to protect the 
system from entry by unauthorised users who 
happen to be in the possession of an existing 
userid and password combination is lby supple- 
menting passwords with further user authentica- 
tion. This can be done by the system conducting a 
dialogue with the user according to a predefined 
(and secret) protocol. The correct answer to a 
particular question may vary depending on the 
time-of-day and/or other variables and so a par- 
ticular intercepted dialogue will not be reusable. 

TO summarise, the available mechanisms for 
the protection from an unauthorised user are 
encryption, data authentication and user authenti- 
cation. 

When using encryption/decryption, one of the 
problems is the management of the cryptographic 
keys, that is, their creation, storage and transmis- 
sion over (possibly) insecure channels. Even if the 
encryption scheme is not computationally feasible 
to break given present-day resources, the system is 
vulnerable if the keys are not adequately pro- 
tected. Consequently, a DBMS which supports 
data encryption will also have to support some 
form of key management. At present there is no 
ideal key management scheme. 

In medical database systems there are many 
situations when secret sharing could be used for 
the management of cryptographic keys. For exam- 
ple, while the patient’s own doctor may have the 
entire key, in case of an emergency when the 
doctor may not be available, there could be two or 
more other people who would each possess part of 
the key (e.g. another doctor and an authorising 
officer). One promising scheme for secret sharing 
uses latin squares and their critical sets [6,7]. 

Most commercial DBMSs do not support en- 
cryption, data authentication and user authentica- 
tion (other than by passwords). 

2.2. Authorised zuers 
In a system that uses adequate user authentica- 

tion, an authorised user is one who not only 
knows the correct password but has also passed 
through some further user authentication process 
to gain access to the DBMS. However, in a large 
and shared database system, apart from the data- 
base administrator, most authorised users’ legal 
access is to only a particular portion of the data- 
base. The DBMS (respectively the Security Sub- 
system of the DBMS) must include mechanisms 
for preventing authorised users from accessing, 
modifying etc. data they do not have the appro- 
priate rights to. It is necessary to include a mech- 
anism for the definition, maintenance and support 
of access rights of individuals and groups over 
particular subsets of the data in the system, as 
well as of the procedures and application pro- 
grams that use the data, and the various adminis- 
tration functions of the system. Access rights can 
be supported by using an authorisation subsystem 
(in most commercial DBMSs this is done by the 
GRANT/REVOKE mechanism) and views. 
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The access rights mechanism should be flexible 
and granular enough to allow the support for any 
combination of rights to individual users and 
groups (possibly overlapping) concerning subsets 
of data ranging from the whole database right 
down to a single data item. Many commercial 
DBMSs (e.g. Oracle, Sybase, Ingres, Unify) 
provide adequate authorisation subsystems. Clas- 
sification schemes can be used to simplify the task 
of the authorisation subsystem in a system with a 
small number of well-defined types of data and 
users with respect to their security and clearance 
levels. Most commercial DBMSs do not support 
classification schemes. 

Views were originally designed as a means for 
simplifying the access and operations on data by 
end-users. Views can be used to define precisely 
that subset of data that a particular user needs 
thereby achieving certain amount of security as a 
by-product by hiding other information that is 
stored in the database. The definition of views 
and access to data through views are supported 
reasonably well by most popular commercial 
DBMSs (with the exception of Unify DBMS 
which does not support views at all). However, 
the existing support of view update is limited, 
partly due to the fact that there are still some 
open theoretical questions concerning views and 
their updatability [S]. 

To prevent deliberate incorrect modification of 
data by authorised users using authorised access 
we can use an audit trail. Audit trail can be part 
of the transaction log or it can be a separate 
facility of the DBMS. Strictly speaking, audit trail 
does not ensure that no illegal actions will be 
performed but rather it acts as a deterrent. 

Lastly, to maintain data security, it is also 
necessary to prevent a possible unauthorised dis- 
closure of data due to data inference. Data infer- 
ence can result from correlating data obtained by 
legitimate means through select or statistical 
queries, usually with the aid of some additional 
knowledge, possibly extraneous to the database. 
Some data inference using select queries can be 
prevented by careful analysis and definition of 
access rights, taking into account the possible 
additional knowledge that a user may possess, e.g. 
a functional dependency of some secret (to the 

particular user) data on some other data that the 
user has access to. However, it is not known if the 
data inference problem using select queries can be 
solved simply by using the authorisation subsys- 
tem to its best advantage; the problem of data 
inference due to select queries is an open problem. 

On the other hand, we do know that the prob- 
lem of data inference using statistical queries can- 
not be solved using the authorisation subsystem 
or any of the other countermeasures considered so 
far. The problem of data inference from statistical 
queries is especially important in the case of a 
medical database. The reason is that one of the 
main functions of a medical database is to obtain 
statistical information about national and re- 
gional health trends, epidemiology, preventive 
medicine, etc. The DBMS should provide medical 
researchers and various health organisations with 
access to a wealth of statistics about various 
subpopulations in the database. However, the re- 
sponses to statistical queries about subsets of the 
database can be used to deduce confidential val- 
ues of individual patients’ records. Since the data 
inference problem is particularly pertinent to 
medical databases we shall devote a separate sec- 
tion to this problem. 

3. Data inference using statistical queries 

A statistical user is allowed to make only statis- 
tical queries about subsets of the database. An 
example of a statistical user is a medical re- 
searcher using a database of individual patients’ 
records. Such a user does not have access to 
individual records and these are to be protected 
from him/her. Unfortunately, using statistical 
queries it is possible to make either direct or 
indirect inferences about individual records in the 
database from the information supplied by the 
system concerning statistics of various subgroups 
[9,10]. As an illustration, consider the following 
queries and responses. 

Ql. How many people are there in the database 
with the following characteristics: Age between 35 
and 40, Sex female, Weight between 60 and 65 kg, 
profession lawyer, Number of children 4, City 
Newcastle. 
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If the answer is 1 then these characteristics can 
be used to find any other information about this 
particular individual using queries phrased as 
statistical ones, e.g. what is the average blood 
count of the subset of individuals identified by the 
characteristics of Ql. Even if the answer is greater 
than 1, we might be able to deduce further infor- 
mation about a particular individual of the group. 
Suppose we ask how many of the group have had 
a certain illness. If the answer is the same as the 
answer to Ql, then any individual in the group 
has had the illness. 

If the answer to the second query is not 1 and 
it is not the same as the answer to Ql, then we 
can try to identify another subgroup in the data- 
base, one which overlaps with the subgroup of Ql 
in just the one individual we are interested in. Or, 
alternatively, we can try to find a characteristic 
which identifies, within the subgroup, the individ- 
ual we are interested in. For example, suppose the 
answer to the following question is 1 less than the 
answer to Ql. 
42. How many people are there in the database 
with the following characteristics: Age between 35 
and 40, Sex female, Weight between 60 and 65 kg, 
Profession lawyer, Number of children 4, City 
Newcastle and Married. 

Then there is exactly one person that belongs to 
the subset of patients of Ql and not to the subset 
of patients identified in Q2. 

As the next step, we could pose some new query 
about the group of Ql and the group of Q2 in 
turn and the difference of the responses will give 
the information about the unmarried female 
lawyer we are interested in. For example, the 
difference between the total blood count of the 
group identified in Ql and the total blood count 
of the group identified in Q2 will give: the blood 
count of the female lawyer. 

These are very simple examples. Many more 
complicated ways of achieving data inference 
from the answers to statistical queries have ap- 
peared in the literature (for example [9,11,5]). 

The statistical security problem (often referred 
to as the ‘security problem of statistical data- 
bases’) is to find suitable controls for lthe preven- 
tion of either direct or indirect inferences about 
individual records in the database from the infor- 

mation supplied by the system concerning statis- 
tics of various subgroups while at the same time 
supplying as many statistics as possible. Direct 
inference can be prevented by disallowing (refus- 
ing to answer) queries which concern only one 
record, or, in case the user has a supplementary 
knowledge of s individual values, by disallowing 
queries which concern less than s + 2 individu- 
als. Additionally, it is necessary to restrict also the 
statistics about subgroups whose count is more 
than n - 2, respectively n - s - 2 in case of 
supplementary knowledge of s individual records 
(n is the number of records in the database). 
Indirect inference is much harder to prevent. Indi- 
rect inference can be done using many various 
methods, including solving a set of linear equa- 
tions, using combinatorics and set theory (here 
the most popular and effective method is to use 
‘trackers’). 

The statistical security problem has been stud- 
ied extensively (see for example [9,12-151). Many 
methods for the prevention of database compro- 
mise have been proposed but none of them is fully 
satisfactory. The methods basically fall into two 
categories, namely noise addition (e.g. data and 
response perturbation, data swapping, partition- 
ing) and query restriction (e.g. query-set-size re- 
striction, order-size restriction, maximum-overlap 
restriction, Audit Expert). None of the mecha- 
nisms presented to date is the perfect solution but 
it may be possible to achieve an acceptable level 
of security by combining two or more of the 
methods [ 151. 

The main drawback of all the noise addition 
methods is that they introduce an error to the 
responses of queries. On the one hand, if the error 
is too large then the statistics will not be very 
useful. On the other hand, if the errors are too 
small then it might be possible to deduce that a 
particular value falls within a small interval of 
values, resulting in a ‘approximate compromise’. 
An approximate compromise can be just as harm- 
ful as an exact one, for example in the case of a 
blood count. 

The query restriction methods are used to pre- 
vent compromise by disallowing queries which 
could lead to database compromise; the answers 
to allowable queries are exact. 
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3.1. Audit expert 
One of the query restriction methods is the 

Audit Expert, introduced by Chin and Oszoyoglu 
in 1982 [14]. Originally, this method was proposed 
for a dynamic use and as such it did not become 
very popular due to the expected large overheads, 
both in the amount of necessary storage and 
(more importantly) the amount of computer time 
needed. 

Audit Expert can be used to prevent compro- 
mise due to aggregate queries. Audit Expert keeps 
a query matrix for the subsets of records which 
were used in the answered queries. This matrix is 
then used for each subsequent query to decide 
whether the query should be answered or not 
depending on whether answering the query would 
lead to a compromise or not. To facilitate compu- 
tation, the query matrix is kept in a particular 
form, with an identity matrix of maximum possi- 
ble size on the left of the query matrix. The query 
matrix in this form is called the normalised query 
basis matrix. 

We have shown [12] that this approach can be 
used to maximise the usability (the ratio of an- 
swerable queries to the total number of all possi- 
ble queries) of a database. The usability of a 
statistical database of n records can be anything 
between 

n 
YF 

and 

(fi/bPl> 
2” . 

Using Audit Expert as a static type of control 
rather than dynamically reduces significantly the 
amount of storage needed for the basis matrix (in 
all 2n entries are needed for a database of size n 
- instead of the original y1 x n entries). The time 
complexity is also reduced since to decide whether 
a query is answerable we need only to perform 
(up to n) comparisons instead of the normalisa- 
tion process (comparable to matrix inversion) 
needed for the dynamic case. However, more re- 
search will need to be done on the design of the 
predefined query matrix. 

A drawback of the original Audit Expert is that 
it can only prevent compromise due to aggregates. 
It is an open problem whether it is possible to 
enhance the Audit Expert so that it can be used 
for the prevention of compromise due to a mix- 
ture of assorted types of queries, including aver- 
ages, frequencies, maxima and minima. 

Another strand of our research [ll] took us to 
consider the prevention of other types of compro- 
mise beside the ‘absolute’ compromise considered 
so far. We have introduced the concept of a 
‘relative’ compromise (the knowledge of the rela- 
tive magnitude of individual values in a database) 
and we have found an algorithm for its preven- 
tion using Audit Expert [13]. We have also found 
the conditions for the maximum usability of a 
database using Audit Expert for the prevention of 
relative compromise [ 161. 

Audit Expert releases exact statistics. Using Au- 
dit Expert we can guarantee the prevention of 
data inference from the answers to aggregate 
queries - provided there is no supplementary 
knowledge. Moreover, Audit Expert can be 
modified to take into account supplementary 
knowledge - provided it is known. This is usu- 
ally not the case. Thus a possible weak point of 
Audit Expert can be in the estimate of supplemen- 
tary knowledge of various users. Existing com- 
mercial DBMSs do not provide any security 
measures for the prevention of data inference. 

4. Conclusion 

At present security of medical data is usually 
provided separately for each application. This is 
undesirable for several reasons: security features 
tend to be added on after all the other functions 
of the system have been developed; it is difficult to 
ensure that standards are maintained; responding 
to legal and other changes is slower and more 
expensive than if it were done once for all the 
applications. As computerisation of patient 
records progresses it will be increasingly more 
important to provide standard security features 
which can be readily used at the time of the 
development of new applications. It would be 
advantageous if such features were provided by 
the DBMS. 
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Ideally, a DBMS should contain ;a Security 
Subsystem which deals with all the aspects of data 
security. At present there is no commercially- 
available DBMS with an adequate Security Sub- 
system. Most existing DBMSs provide little 
security features beyond the customary user au- 
thentication using passwords, user aaeess rights 
(usually defined by means of the Grant/Revoke 
SQL statements) and views. 

A Security Subsystem should include the fol- 
lowing components: 
(a) user authentication 
(b) data authentication 
(c) user access rights 
(d) views 
(e) audit trail 
(f) encryption/decryption 
(g) key management 
(h) statistical security 

These components would provide the basic 
tools which could be used to meet the security 
needs of databases in general, and medical data- 
bases in particular. The fact that most commercial 
DBMSs do not support many of the possible 
security tools is partly due to the costs involved in 
including such features, partly due to the fact that 
there has not been enough of a pressure on the 
vendors to include more sophisticated security 
features, and admittedly also partly due to the 
fact that there are a number of open theoretical 
problems connected with data security. 

There are open problems in encryption, includ- 
ing the problem of matching the security level of 
a particular encryption scheme with the level of 
protection required for the data, that is, matching 
the cost of the encryption with the value of the 
data being protected. This is going to be particu- 
larly difficult if not impossible if the encryption 
algorithm is kept secret, as is the cas,e with the 
clipper chip. There are open proble:ms in key 
management. There are open problems concern- 
ing views and their updatability. Prevention 
against data inference is another open problem. 
Additionally, there may be security problems 
which have not been identified yet. 

However, for any security problem identified so 
far there are various preventive methods avail- 
able, albeit these are usually not 100% safe. One 

of the global problems is the problem of assessing 
the degree of security provided by an assortment 
of security tools, that is, finding their cumulative 
effect. It is most unlikely that it will ever be 
possible to provide absolute security and at the 
same time a reasonable functionality of a data- 
base system such as a medical database. More 
likely, we should be able to provide a ‘reasonable’ 
level of security, both in terms of the work factor 
needed to break the security and possibly also in 
terms of the percentage of records in the database 
which could be compromised if a break occurred. 
Given such a situation it would then be possible 
for the owners of a database system containing 
confidential information to take an insurance 
cover against the (presumably highly unlikely) 
event of personal damage due to a breach of 
confidentiality. The involvement of insurance 
companies would provide an additional assurance 
to the individuals that security measures are in- 
cluded and observed during the collection and 
processing of their confidential data. 
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